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Management Summary

In the current way of work in the S&OP process at Philips, a detailed demand plan is created using the

input of seventeen separate market forecasts that determine demand forecasts at S&OP-product level.

This results in a high level of detail as demand of individual products is planned for individual markets.

However, it is unknown if this high level of detail improves the planning accuracy, or if it results in

less accuracy and more uncertainty due to the lower statistical relevance. As these market forecasts

are important input for the S&OP handshakes, they influence the plans of production facilities. The

high level of detail of results in separate demand forecasts with low quantities and thus more demand

volatility. This negatively affects the planning at production facilities. As one can imagine, this results

in high costs (e.g. inventory, supply chain flexibility and production flexibility).

This graduation project has focused on the application of demand aggregation in the S&OP process

at Royal Philips, the Netherlands. Its goal is to identify suitable applications of aggregation such that

demand forecasting accuracy can be increased. The main research question is formulated as follows:

How can one apply aggregation in the S&OP process such that demand forecasting accuracy

is increased, leading to a decrease in costs?

Aggregation Results

The used aggregation approaches are depicted in Figure 1. This Figure depicts the demand forecasts

of two products A and B in two regions S and T. In the as-is situation, individual input (i.e. demand

history; represented by the graphs) is used to determine separate market forecasts (four in this setting).

One can determine an aggregate market forecast of the demand of these four demand series by taking the

bottom-up sum of the four separate market forecasts. This is depicted in the lower grey box in the same

figure. Another approach is depicted in the grey box on the right of Figure 1. Instead of considering

input at an individual level (demand of separate products in separate regions), one considers aggregated

input (i.e. demand of a group of products in a group of regions). This results in demand patterns with

higher quantities that generally show less volatility. One can subsequently use these characteristics to

determine statistical forecasts at an aggregated level.

Figure 1: Aggregation approaches visualized.

The results have shown that aggregation can be beneficial for forecasting the demand of several prod-

ucts in certain regions. The use of aggregation can result in a demand series that shows very strong
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seasonalities and that are therefore well forecastable. Once the original demand series are aggregated

in two dimensions (aggregated regions and products), these seasonalities become clearly present in the

aggregated demand for some of the most important products, such as depicted in Figure 2. One can

observe that the Holt Winters statistical forecasts at an aggregated level are superior to the bottom-up

market forecasts at this level. Increases of up to 30% in weighted Mean Absolute Percentage Error

(wMAPE) accuracy can be achieved for certain product groups. Furthermore, the statistical forecasts

also show more stable performance on different forecasting horizons than bottom-up market forecasts.

Temporal aggregation using the Multiple Aggregation Prediction Algorithm (MAPA) - a method that

combines demand series at multiple temporal levels (e.g. monthly, ..., quarterly, ..., yearly demand) -

is found to increase forecasting accuracy up to 4%. However, it must be noted that this is a rather

black-box method and therefore less straightforward to understand and implement.

Figure 2: HW forecast for 2018 compared to bottom-up market forecast for (RG1,PG1)

The forecasts where statistics at aggregated levels are superior compared to bottom-up market forecasts,

are the forecasts for {Region Group (RG) 1, Product Group (PG) 1} and {RG1,PG3} (consult Section

4.1 for the descriptions of these groups). As these groups of products are the dominating group of prod-

ucts within their respective configurations, they also contribute to the majority of the accuracy increase

on a total level.

For the demand forecasts of the same product families in the non-aggregated vital regions (Region K and

Region D) the forecasting performance of statistics at aggregated levels is not superior to the bottom-up

market forecasts. The two forecasts roughly perform equally with small differences across all forecasts.

Unlike with the forecasts for RG1, no clear winner is observed that constantly performs better. It was

found that the overall performance with Region D and K separated was equal to the overall performance

if all regions were combined into one group. Because keeping the regions separated results in more

(regional) detail, that is preferred over all regions combined.

For other configurations of products, the benefits of statistical forecasts at aggregated levels are less

evident. After the aggregation of five systems in a group PG2, statistical forecasts do not outperform

bottom-up market forecasts. For the product groups PG12, PG14 and PG15 no evident gain in accuracy

neither. These findings hold for all groups of regions. It is concluded that the use of aggregation for

these product groups does not add value.
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Cost Reductions

A cost model is specified with which costs are assigned to forecast errors for over- and under-forecasting

respectively. Using this model, costs of the statistical forecasts are compared to the costs the of bottom-

up market forecasts. Cost components for over-forecasting are (i) holding costs and (ii) costs due to

unused capacity. Cost components for under-forecasting are (i) lost revenue, (ii) increased production

costs and (ii) increased shipment costs. This model also takes the planning horizon into account by

assigning weights to forecasts at specific planning horizons.

The expected costs due to forecast errors for the model, when assessed at an aggregated level, are tested

for different configurations. The larger relative cost differences are found for higher product levels.

Hypothetical cost reductions of up to approximately 35% are obtained for configuration P2, whereas the

smallest cost reduction is approximately 10% for P10 - the lowest level of product aggregation assessed.

This is in line with the forecasting accuracy in wMAPE: the lowest costs are found for the forecasts with

the highest average (wMAPE) forecast accuracy.

Organizational Consequences

The increase of forecasting accuracy at aggregated level however comes with a disadvantage: a loss of

detail in the planning. The most accurate forecasts are the least detailed forecasts. This lack of detail

in terms of regions and products cannot be covered by the statistical forecasts or disaggregation to gain

detail (i.e. assigning demand of an aggregated group to separate products and/or regions). Therefore,

it is recommended to use market input to gain detail. The markets are also found to perform better

than statistical forecasts at the lowest levels of aggregation. One should use this to one’s benefit. It is

possible to obtain market information on confirmed orderbook orders and funnel, once those are available.

One should use the statistical forecasts at an aggregated level to determine estimates for future demand

at an aggregated level. These are proven to give a high level of accuracy that outperforms the accuracy

obtained by bottom-up market forecasts, especially for the non-vital markets in RG1. It is proposed to

use the high-level statistical forecasts as a starting point and to fill in the detail with the low-level market

input of orderbook and funnel. This procedure is visualized in Figure 33. In the current way of working,

the individual markets are held accountable for their forecasts. In the case the planning shifts to an

aggregated model, one would need to reallocate the accountability for demand forecasts (see subsection

6.2.2 for more detail). It is suggested to apply a shift from aggregate planning to disaggregate planning

on a forecasting horizon in the range of 6 to 9 months ahead. On a shorter horizon one would need

detailed (disaggregate) input for production, whereas aggregate input is perceived to be good enough on

a longer horizon.

If one were to adopt an aggregated planning process, it is recommended to perform more research on

the practical implications and organizational effects of aggregation. As of now the consequences are not

investigated completely. Because of the complexity of the planning process within Philips, this shall be

a hard but essential task. Another important recommendation is to apply the methods mentioned in

this thesis on a different data set. Analyzing the effect of aggregation with other business units within

Philips (i.e. MR, AMI, CT etc) can give valuable insights whether the use of aggregation has similar

effects in other settings.
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Figure 3: Schematics of proposed aggregated planning.

To summarize the answer on the main research question:

Aggregation should be applied for regions and products combined - optionally with MAPA - to give the

best possible results. The use of aggregation is shown to be the most beneficial for demand series that

show strong degrees of seasonality at aggregated levels, such as the case for RG1 with PG1 and its sub

groups. Therefore, it is suggested to apply aggregation for these demand series. For the other demand

series (i.e. for Region D and K and for other products not belonging to PG1) the benefit of statistical

forecasts at aggregated levels is less evident. It is recommended to aggregate the non-vital regions into

RG1 and keep Region D and K separated. For products, it is suggested that to use configurations P2

or P4, with a preference of the latter (see Section 4.1 for details). In terms of temporal aggregation it

is suggested to keep on planning in monthly buckets. It is suggested to use forecasts with MAPA once

there is a wide support and understanding for the method.
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1 Introduction

1.1 Company Introduction

Royal Philips N.V. (abbreviated: Philips), having 75,000 employees, is a worldwide leading health tech-

nology company providing a large range of products and services. It is a company that has been founded

in 1891 in Eindhoven, The Netherlands, as a light bulb manufacturer. Since then the company has

transformed into a multi-national organization that is active in more than 100 countries.

Philips’s mission nowadays is to create a healthier future and their vision is to improve the lives of

three billion people by 2025. It tries to do so on the complete patient journey. Philips’s products range

from creating a healthy lifestyle and prevention, to diagnosis, treatment and recovery. The company

is split into two major clusters: (i) personal health and (ii) health systems. The first cluster, personal

health, is oriented on consumer products such as shavers, toothbrushes and kitchen utilities. The health

systems department is focused on professional healthcare. This department is more defined in a business-

to-business setting, rather than a business-to-consumer setting as personal health. For example, health

systems develops products and services of different categories such as magnetic resonance imaging (MRI),

radiography (X-ray) and image guided therapy (IGT) systems.

The health systems department includes high-end products whose value can be hundreds of thousands

of euros. These are high-tech and high-value products that can include components of external suppliers

with lead times of up to several months. Furthermore, some of them are sold in relatively low quantities

(i.e. a few dozen of products worldwide on an annual basis). As these factors all add complexity to the

supply chain operations, the planning of those products is managed by the Global Sales and Operations

Planning (S&OP) team. This team coordinates of production of products at the manufacturing plants

and the demand of the seventeen sales regions in the S&OP process. The sales regions can be divided

into three categories according to their size and impact:

• Vital few (2): Regions D and K

• Important (5): Regions I, J, O, P and Q

• Small (10): Regions A, B, C, E, F, G, H, L, M and N

1.2 Problem Context

1.2.1 Foresight: Description

The forecasting process for the high-value products is managed using Foresight. This is an Excel tool

with which one can capture and improve the demand plans from the sales regions to support analysis

and decision-making. On a monthly basis, Foresight is used to ”evaluate and revise the projections

for demand, supply, product management, strategic projects and the resulting financial plans” (source:

Philips). One uses Foresight for products of six business units (BUs): ultrasound (US), image guided

therapy (IGT), magnetic resonance imaging (MRI), computed tomography (CT), digital X-ray (DXR)

and advanced molecular imaging (AMI).

In the Foresight files, with separated tabs for each sales region, forecasts are determined on a monthly

basis for the next twelve months for three characteristics in the S&OP process for every business unit:
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1. Order intake (OIT): the number of units per product per month for orders that are signed (i.e.

one thus tries to forecast when orders are signed for which quantity of a certain product).

2. Demand: the number of units per product per month needed in the market (i.e. when is which

product in which quantities required by a customer in a market).

3. Sales: number of units per product per month for which the order is closed financially (i.e. when

is money cashed for a certain order).

Sales and Order Intake are mainly used for managerial decisions and financial reporting (i.e. by top

management and the finance department), whereas the Demand data is used as an input for production

planning. It must be noted that the focus of the thesis project lies on the Demand data. Order intake

and Sales are included for completeness, but will not be used during the project.

The data present in Foresight can be divided in different categories, being:

• Actuals: quantities that have been planned in the past and are confirmed (historic values).

• Forecasts: future quantities, which are the total sum of:

1. Orderbook: quantities that are confirmed for a future period.

2. Funnel: quantities that are not yet confirmed for the future, but there are strong indications

that they will be confirmed (i.e. informal commitments by clients).

3. Enrichment: quantities that are not confirmed, but are expected in the future based (for

example sales expectations, gut feeling or target pleasing).

Sales regions update the data in Foresight for every product for every month individually. This includes

determining forecasts and logging the actuals of the latest month. A statistical (baseline) forecast is

given as well for all three characteristics. For this statistical forecast, the average of seven forecast meth-

ods is used (among which are trends, ARIMA and Holts Winters). Lastly, the OIT/Demand/Sales plan

are translated into economic values to determine financial plans. A schematic overview of the Foresight

structure is depicted in Figure 4.

There are five stages in the monthly Foresight process that markets need to complete:

• Giving a general (expert) forecast. These forecasts are determined by the sales regions. The sales

regions generally base their general forecasts on sales experience or market knowledge available.

• Developing a consensus forecast. The sales region needs to determine a consensus forecast that

could be a combination of their general expert forecast (Step 1) and a statistical forecast predefined

in Foresight. However, the sales region is leading and therefore does not explicitly need to consider

the statistical baseline forecast. The statistical forecast solely serves as a guideline that one can

take into account to determine the consensus forecast.

• Submitting the consensus forecast in Foresight. One needs to submit forecasts for all three char-

acteristics included in Foresight, i.e. OIT, Demand and Sales.

• S&OP handshakes. After a forecast is submitted in Foresight, S&OP handshakes need to be

prepared based on the data available in Foresight. These handshakes are discussions between

sales market representatives and factory representatives in which decisions are made concerning

2



production capacity and inventory among others. The sales markets and factory discuss their

demand and supply plan, each having their own forecast. The goal of the handshakes is to agree

on the delivery date of products at the markets. The handshake discussions cover the plans on a

rolling time horizon of twelve months. The handshakes thus are agreements that determine the

output of the S&OP process for the coming period, including all financial output.

• Execution of the agreements.

As this process is repeated on a monthly basis, it also includes the adaption of forecasts on a rolling

basis. Every month, each forecast is reviewed and updated (if required). For example, forecasts might be

updated when quantities in funnel are transferred to the orderbook when commitments are confirmed; or

for modifications/cancellations of orders. Take for instance the forecast of December 2019: the forecast

for that month is first determined in December 2018 and is updated every month up until December 2019.

Figure 4: Schematic overview of Foresight.

1.2.2 Foresight: Forecasting

Looking at the data used to determine forecasts, one can see that the forecasts have several components

with a varying degree of certainty. In Figure 5, the forecasts from December 2018 and onwards show a

decrease of the proportion of certain quantities (orderbook is labeled as planned) and an increase of the

proportion on uncertain quantities (enrichment) further out the forecasting horizon.

Because of large lead times of some (critical) components of products, it is required to provide forecasts

on a rolling planning horizon of one year. However, the forecasts on such a horizon are not very accurate

because a large proportion of these forecasts is unconfirmed and uncertain. In the current operations,

each sales region provides separate forecasts for each product at S&OP-item level for the coming year

on a monthly level. This results in a detailed plan that requires a lot of effort.

The forecasts of each sales region differ by quantity and frequency. For example the two biggest sales

regions (accounting for approximately 40% in terms of product volume for Foresight-planned items),

show large quantities with more frequent monthly demand, whereas small regions show much smaller

3



Figure 5: Consolidated demand actuals and forecasts for IGT products, determined beginning Dec 2018.

quantities at a more irregular pattern for several products. To give an impression of the observed demand

quantities, the smaller regions hardly encounter demand with quantities above five units per product

per month. The time series of demand in smaller regions show a high degree of intermittent demand

(i.e. demand history contains periods that show no demand). Of all demand series that show at least

one non-zero demand value in the last year, on average 65% of all observations are zero.

For each market, demand forecast accuracy targets are set using wMAPE: weighted mean absolute per-

centage error. The MAPE measure is weighted by a quantity*price factor (QxP). Therefore, demand

with a high quantity/price has a larger impact on the overall forecast accuracy than demand with a low

quantity/price. For the vital sales regions, a target of 65% demand plan accuracy is used; the important

sales regions use a target of 50% demand plan accuracy whereas the small sales regions use a target

of 45% that is on best effort basis. The targets are set on a level that is not too low (i.e. can always

be reached) or too ambitious (i.e. can never be reached). Philips is executing an improvement plan in

which the benchmark will be increased in the coming years (e.g. the target for a vital-few will become

70%). In comparable industries, a forecast accuracy of 70 to 80 percent is assumed highly accurate

(source: internal interview). Because of the lower product quantities and higher variance, lower targets

are used for the smaller regions. Therefore, a deviation of one unit can have a very large effect on forecast

accuracy, which is why the targets are lower.

The demand plan accuracy for small markets is lower than the average market forecast accuracy in gen-

eral. Besides that, the accuracy of smaller markets seems more volatile over time. For example, one can

see that the accuracy of large markets on average is higher and more stable than the accuracy of a small

market. Figure 6 and 7 display the demand plan accuracy of IGT products in 2018 with a six-month

time lag for a small market and a vital-few market respectively.

At the production facilities, a production plan is determined according to the (expected) demand of the

markets and the S&OP handshake agreements. This production plan includes the acquirement of parts

and materials, the planning of capacity (i.e. staff and other resources) and determining the product

mix among others. The production is characterized as a make-to-order process, in which products are

produced only when an order is confirmed for that product. A flexible production facility is used to

assemble a variety of products. Products that are produced, are subsequently shipped to their respective

markets.
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Figure 6: Forecast accuracy of a small market for 6-month ahead forecasts in 2018.

Figure 7: Forecast accuracy of a vital-few for 6-month ahead forecasts in 2018.

1.3 Problem Definition

As of now, a detailed demand plan is created using the market forecasts. However, it is unknown if this

high level of detail improves the planning accuracy, or if it results in less accuracy and more uncertainty

due to the lower statistical relevance. As these market forecasts are important input for the S&OP

handshakes, they influence the plans of production facilities. As the forecasting performance of small

markets is below average compared to larger markets, this negatively affects the planning at production

facilities.

Production facilities face high costs because of the uncertainties of market forecasts. In terms of inven-

tory management, one needs safety stock to meet the demand of products. Because of the high-tech

nature of the products, safety stock involves high costs. Next to that, one usually works with flexible

transportation capacity to cope with the uncertainties. This flexibility also comes with increased costs

for the planning and procurement of transport. For example, orders of large-size products for Asia are

shipped by sea preferably. However, sometimes it is necessary to revert to more expensive air shipments

to deliver on time, which one might have prevented with more accurate forecasts. Furthermore, the

inaccuracy of forecasts results in production schedule changes (i.e. more demand or change in product

mix) which are difficult to cope with because of the limited capacity, thus resulting in extra costs. Lastly,

demand that cannot be fulfilled in time (i.e. due to unforeseen demand or delayed production) can also

result in loss of revenue: penalties, order cancellations and/or blacklisting among others.
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The importance of demand forecast accuracy can be depicted in the Gartner hierarchy of supply chain

metrics., This hierarchy is depicted in Figure 8. In the pyramid, the quality of demand forecasts is a top

tier supply chain metric that drives business results (e.g. inventory, costs and orders).

Figure 8: Hierarchy of Supply Chain metrics (Gartner, 2015).

Figure 9 schematically depicts the situation of an important group of products. The moving annual

total (MAT), the total number of product units that is produced/sold over the last year, is given over

time. At the current time t, forecasts need to be determined for a future time t + l. The forecasts

are quite variable, and the forecasted MAT is expected to be between 250 and 400 units. As of now,

operational decisions need to be taken for the future regarding the matters discussed above. Because

of the uncertainty in future demand (approximately between 250 and 400 products); the low quantities

and the high cost price of products (i.e. in the order of hundreds of thousands of euros per unit), one

can imagine that a more accurate forecast can result in cost reductions in the same order.

Because the reasons mentioned above, it is desired to increase the overall market forecast accuracy. The

smaller markets are a point of focus as their accuracy is below average. If Philips would be able to

improve the accuracy of the forecasts of all smaller markets combined, one can establish a more accurate

total demand plan resulting in cost savings, possibly with reduced effort.

Figure 9: Forecast uncertainty
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This graduation project is focused on the application of aggregation to increase demand forecast accuracy.

By doing this, one can possibly increase the reliability of the data (i.e. less variance) and increase forecast

performance while reducing the effort put into forecasting. As of now, the forecasts of individual markets

are used as input for the S&OP handshakes, although they include high levels of uncertainties. If one were

to aggregate those forecasts, increases in forecast accuracy are expected and subsequently improvements

of the quality of the factory planning, with which cost savings and shorter lead times can be achieved

as mentioned above.

1.4 Literature Background

In literature, one finds two strategies for aggregation in the field of forecasting: cross-sectional and tem-

poral aggregation. Cross-sectional aggregation can be defined as aggregating different time series for

which demand, reported in the same period, is summed (Rostami-Tabar et al., 2013; Babai et al., 2012;

Syntetos et al., 2016). Temporal aggregation is the aggregation of units of time on the planning horizon

of a single time series. The difference with cross-sectional aggregation is that one does not aggregate

different time series, but one aggregates a time series with higher-frequency time buckets into a series

with lower-frequency buckets (Rostami-Tabar et al., 2013; Jin et al., 2015; Syntetos et al., 2016).

The most conventional methods for cross-sectional aggregation are the top-down and bottom-up methods

(Zotteri et al., 2005; Utley, 2014; Fliedner and Mabert, 1992; Strijbosch et al., 2007). The bottom-up

method uses disaggregate time series to determine disaggregate forecasts. Subsequently, these forecasts

are summed to determine aggregate forecasts. The top-down method sums disaggregate time series to

create an aggregate time series, which is used to determine an aggregate forecast. Subsequently this

aggregate forecast can be prorated to a disaggregate level to determine disaggregate forecasts. Grouping

criteria are required to form groups. One can group time series according to criteria such as correlations

between time series; product hierarchies and geographical locations. Literature is divided about the

superiority of one method over the other. It seems that this depends on several factors, of which the

underlying time series and its distribution/nature are an important one. Furthermore, it is suggested in

literature that top-down aggregation is preferable for accuracy measurement at an aggregate level; and

that bottom-up aggregation is preferable once one measures forecast accuracy at a lower level. Figure

10 displays both methods schematically.

Figure 10: Top-down (left) and bottom-up (right) forecasting (Syntetos et al., 2016).
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Temporal aggregation is performed with multiple methods. ADIDA (Aggregate Disaggregate Intermit-

tent Demand Analysis) and MAPA (Multiple Aggregation Prediction Algorithm) are two frequently

occurring methods. ADIDA is a method oriented at intermittent demand series, of which the number

of zero observations is reduced with temporal aggregation; enabling forecasting with more conventional

forecast methods (Nikolopoulos et al., 2011). This method compares forecasting performance at multiple

different temporal levels and determines the optimal temporal aggregation level for a series. MAPA is

a method that does not determine one optimal aggregation level, but it creates a forecast by combining

the forecasts of multiple temporal aggregation levels (Kourentzes et al., 2014). One transforms a dis-

aggregate time series into temporally aggregated time series at multiple levels (i.e. transform monthly

observations to quarterly or yearly observations). Next one creates a forecast for every aggregation level

using a certain forecasting method. Thirdly, one samples the forecasts to the frequency of the original

time series and combines the output of all levels to create a single forecast. The procedures for MAPA

are depicted in Figure 11. In research, it is observed for both methods that one can create more accurate

forecasts compared to a non-aggregated approach on average (Babai et al., 2012; Kourentzes et al., 2017).

Figure 11: MAPA versus standard forecasting (Petropoulos and Kourentzes, 2014).

Many different forecast methods are used in research, yet little research addresses the aggregation of

judgmental forecasts. Although plenty of studies perform research on either cross-sectional or temporal

aggregation, only one study assesses combined cross-sectional and temporal aggregation (Lei et al., 2017).

This topic requires more attention to understand the effects of a combined approach. Furthermore, one

generally applies cross-sectorial aggregation using a single characteristic (i.e. aggregate products or lo-

cation). A combined aggregation of locations and products in a hierarchy is an interesting direction of

research. It is not investigated by any study to the extent of our knowledge.

In literature, disaggregation methods are mentioned by various studies. Gross and Sohl (1990), who

compare 21 disaggregation methods, find the most prominent results. It is observed that three disaggre-

gation procedures are performing best are total historic proportions; average historic proportions and

weighted correlation proportions. Other studies mention that disaggregation according to equal weights

is the best performing method (e.g. Nikolopoulos et al. (2011)). This study compared the use of this

method with disaggregation according to average historic proportions and previous proportions.
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2 Research Design

2.1 Scope

The goal of this graduation project is identify suitable applications of aggregation in the S&OP pro-

cess, such that demand forecasting accuracy can be increased. This project focuses on the forecasts of

demand; forecasts of order intake and forecasts of sales are not considered. All seventeen sales regions

are considered. Only the products for the image guided therapy (IGT) business unit will be taken into

consideration. This includes a total of seventeen products across seventeen regions.

Within the monthly Foresight cycle, the scope of this project in on the first stages of forecasting. The

demand quantities of forecasts are split into three components: Orderbook, Funnel and Enrichment.

The sum of these three components is considered as one single forecast. No distinction is made for

Orderbook/Funnel/Enrichment. The other stages in the monthly Foresight cycle - the handshakes and

the subsequent executions - are not taken into account for this project.

The data that is analyzed for this project includes the historic demand actuals and forecasts from January

2014 up to and including December 2018 on a monthly basis.

2.2 Research Questions

The goal of this project is to identify suitable applications of aggregation in the S&OP process. To

achieve this goal, a main research objective is formulated. This objective is formulated as follows:

How can one apply aggregation in the S&OP process such that demand forecasting accu-

racy is increased, leading to a decrease in costs?

To obtain the main research objective and help in answering the main research question, supportive

design questions are formulated for this project. The research design questions are:

1. How should one aggregate market forecasts cross-sectionally and/or temporally?

2. What is the added value of statistical forecasting at aggregated levels?

3. How can one translate aggregate forecasts into disaggregate forecasts?

4. How can one determine the impact of forecast accuracy in terms of costs?

5. What are the organizational consequences of aggregation if aggregation is applied at Philips?

To gain insights in the current state-of-art and to clarify the current situation at Philips, supportive as-is

questions are formulated. These questions are defined below.

i How does one measure forecasting performance?

ii What data is available related to demand forecasts and actuals?

iii What is the quality of that data?

iv What is the current forecasting performance of markets?

v What level of forecasting accuracy can one achieve using aggregation?

vi What are relevant cost factors to determine the impact of accuracy in terms of costs?
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2.3 Research Methodologies

The problem solving cycle by van Aken, van der Bij and Berendsen (2012) serves as a basis of the

methodology applied for this study (see Figure 12). The cycle is driven by the urge of improvement

when an organization faces a business problem. For this study, the four stages of problem definition,

analysis and diagnosis, solution design and intervention are implemented. Because of the limited time

of the thesis project, it might not be viable to go through all stages of the problem solving cycle. A

completion of the full cycle including the last step of evaluation and learning might not be fully completed.

The path of the cycle starts by identifying and structuring a problem mess and translating that in a

problem definition. The next step of the cycle is analysis and diagnosis. Once the problem is defined,

one needs to analyze the problem and the context. Furthermore, the most important causes need to

be identified and validated during this step. Subsequently one should design a solution to resolve the

important causes of the problem and improve the situation. After the solution design is complete, it

needs to be implemented in the organization and its performance needs to be evaluated.

Figure 12: Problem solving cycle by van Aken, van der Bij and Berendsen (2012).

2.4 Research Strategies

The aggregation approaches used in this research project are depicted schematically in Figure 13. This

Figure depicts the demand forecasts of two products A and B in two regions S and T. In the as-is situation,

individual input (i.e. demand history; represented by the graphs in the figure) is used to determine four

separate market forecasts. One can determine an aggregate market forecast of the demand of these four

demand series by taking the bottom-up sum of the four separate market forecasts. This is depicted in the

lower grey box in the same figure. Another approach is depicted in the grey box on the right of Figure

13. Instead of considering input at an individual level (demand of separate products in separate regions),

one considers aggregated input (i.e. demand of a group of products in a group of regions). This results

in demand patterns with higher quantities that generally show less volatility. One can subsequently use

these favorable effects to determine statistical forecasts at an aggregated level.
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Figure 13: Aggregation approaches visualized.

2.5 Thesis Outlines

This report describes the results of the thesis project described previously. The analysis of the current

situation is discussed in Chapter 3. The effect of aggregation is analyzed in Chapter 4. This Chap-

ter subsequently discusses the set-up; bottom-up aggregation; and statistical forecasting at aggregated

levels. Chapter 5 treats the use of disaggregation. In this Chapter two disaggregation methods are intro-

duced and their effects are assessed. Subsequently, the effects of aggregation in the forecasting process

are discussed in Chapter 6. Special attention is paid to the organizational effects and the cost effects.

Lastly, the conclusions and recommendations for this project are summarized in Chapter 7.
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3 Analysis of Current Situation

3.1 Measuring Forecast Accuracy

The performance of the forecasts at Philips is measured using a weighted Mean Absolute Percentage

Error (wMAPE). For this thesis project, the same metric as used at Philips is used to assess forecast

performance.

wMAPE scores are weighted according to the Quantity x Price (QxP ) value of a forecast. This implies

that forecasts for demand with high quantities and/or high prices are more important and have more

impact on overall forecast accuracy than forecasts with small quantities and/or values. For each com-

bination of (Region, Product), the forecast accuracy is assessed by the MAPE metric. The scores of

products within a region are averaged by the respective QxP values to determine a weighted score for

each region. Subsequently, one can determine a weighted average score across all regions to determine a

overall wMAPE score. The overall product mix forecast accuracy (PMFA) at time t can be expressed

as one minus the overall wMAPE score at time t:

PMFAt = 1− wMAPEt (1)

The KPI is assessed for forecasts with a half-year horizon (six months ahead). This horizon is used for

the KPI because important decisions with respect to the supply chain need to be taken at this horizon.

For example, whether or not to order critical/high-value parts that have long leadtimes (i.e. in the order

of several months). Due to the small demand volumes and the fact that demand requirements in the sales

regions can shift (e.g. delayed deliveries), it is chosen to compare the forecasted and actual quantities of

three months in a row with the forecasts established half a year before, including forecasts for the two

months before. Forecasts are made at the beginning of a month and the actuals are determined at the

end of a month. Thus, for example the score of May, looks at the forecasts made in the beginning of

November for the total demand in the months March, April and May. A more detailed elaboration of

the wMAPE metric and the reasoning can be found in Appendix B.

3.2 Historical Performance

The historic forecasting performance is assessed for all individual regions over time for the last 30 months.

In total, historical data of 5 years (60 months) is available for analysis. However, because of the lower

reliability of the old data (i.e. forecasts for earlier periods are unavailable for some regions), it is chosen

to not include the 30 first observations. The procedures used to prepare the data for analysis are elabo-

rated on in Appendix A.

For all regions, the product mix forecast accuracy (PMFA) is determined on a monthly basis. Figure 14

displays the PMFA performance for the seventeen sales regions taken into account. A break is visible

for some regions around period 45-46, for example Region B. This can be explained by the appointment

of a new manager responsible for the forecasts around that time, possible having influenced the PMFA

positively.

One can see that all regions show different patterns in terms of means and variance. One can see that

larger vital markets - Regions D and K - show higher values of PMFA over time and their PMFA seems
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less volatile then other smaller markets such as Region H. The PMFA volatility is compared using F-

Tests, which compares the variances of two samples.

Figure 14: PMFA (%) per month for all seventeen regions.

A requirement for these tests to hold is that both sample are normally distributed. This is tested using

the Shapiro-Wilk normality test. For the majority of the seventeen regions, the null hypothesis that the

sample comes from a normal distribution cannot be rejected for a significance level of 95%. The regions

for which p < 0.05 holds i.e. rejection of the null hypothesis for normal distribution are Region D and

Region L. Therefore there are strong indications that the distributions of PMFA for these regions are

non-normal. However, because of the sample size of 31 observations, one can argue that the variance of

all samples can indeed be compared. This is a result of the Central Limit Theorem (CLT). According

to this theorem, a sample from any distribution will be approximately normal provided that the sample

size n ≥ 30 (Walpole et al., 1993).

The F-tests (again using 95% confidence intervals) show that the difference in variance between Region

D and K the two dominating regions is insignificant (F = 1.56, p = 0.23). Comparing the two with

smaller markets, one sees that Region K shows significant variance differences with all markets (p < 0.05)

except for Region I which shows marginally significantly different variance (F = 0.50, p = 0.06). Region

K shows significant variance differences with six other regions (being Region B, E, G, L, M, N). The

remaining smaller regions show that there are less significant variance differences between regions, al-

though some clearly show less volatility than others (e.g. comparing Region M and Q).

The results displayed in Figure 14 can be translated to boxplots, as depicted in Figure 15. The regions
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Figure 15: PMFA (%) displayed in boxplots for all seventeen regions.

are ranked by their average PMFA - Region C having the lowest average and Region D having the high-

est average PMFA over the 30 observations. There are some outliers marked in red (> 1.5 IQR). The

negative outliers in Region K and Region P are due to underestimated demand of high-end products in

some periods. The positive outliers in Region N and J are due to above average forecasting, although

the statistical outlier in J lies just outside the whiskers. One can see that the largest markets in terms

of total sales Region O, P, I, K, D show the highest mean scores. Furthermore, one can observe that

the middle regions (approximately from B to E in the plot) seem to show larger volatility than the lower

scoring regions. This is probably due to the fact that the lower scoring regions have their scores limited

by zero; reducing the variance.

Mean differences are tested statistically with two sample t-tests using two-sided 95% confidence inter-

vals. It is shown that the top four regions all have significantly different means with p-values < 0.05

(i.e. Region D > K > I > P). One can thus conclude that Region D is the best scoring region on

average historically, followed by K and I respectively. The differences between all markets from G to P

are regarded to be insignificant (p > 0.05), therefore no clear best scoring region is present in that range

of regions. On the lower end Region C to N no significant differences in mean forecasting performance

are found neither. The mean accuracy of each region for the observed time line is displayed in Table 1.

Furthermore, the category in terms of size and impact for each region is included.

To determine the performance on total level - being the performance worldwide - a weighted average

of the scores of all individual regions is taken into account (weighted for the QxP contribution per re-

gion). The monthly PMFA performance on a total level is displayed in Figure 16. One can see that

the volatility of PMFA at this level is much smaller than the volatility of any other individual market.

The performance on total level throughout time lies between 41% and 66%. On average a product mix

accuracy of 54% is obtained.

One can see that the regions with the highest mean PMFA are also the regions with a higher importance.
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Figure 16: PMFA (%) per month on a total level.

As stated previously, the regions are categorized for their size and impact. This is also related to their

QxP contribution (values not included for confidentiality). The correlation between the mean PMFA

and QxP share is tested using Pearson’s correlations coefficient. As Pearson looks at a linear correlation,

linearity between the two observations is checked. A scatter plot for all (mean PMFA, mean QxP share)

observations of regions is displayed in Figure 17(a). One can see that the relation between the two

variables does not seem linear. Therefore, a log transformation is applied to the mean QxP share. Those

results are displayed in Figure 17(b). One can see that the log transformation creates a more linear

dependency between the two variables, making the data more suitable for analysis by Pearson’s.

(a) Original scatter plot

(b) Scatter plot with log transform

Figure 17: Scatter plots for mean PMFA (%) vs mean QxP share (%)

Pearson’s correlation coefficient ρ is found to be equal to 0.79 for a relationship between the mean PMFA
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Table 1: Average PMFA per region

Region mean PMFA (%) Category

C 24 Small

A 24 Small

Q 27 Important

J 29 Important

F 30 Small

N 30 Small

L 33 Small

B 35 Small

G 42 Small

H 42 Small

O 44 Important

M 45 Small

E 46 Small

P 50 Important

I 60 Important

K 66 Vital

D 76 Vital

Total 54

and log(mean QxP share) across regions (p << 0.05, t = 4.96, df = 15). This means that there seems to

be a positive relationship between the forecast accuracy and the QxP share of a region: the higher the

average QxP share of a region, the higher the expected PMFA for that region.

3.3 Intermediate Conclusions

It is seen that the forecasting performance differs per region per time period. It is shown that the average

performance of a market is higher for markets that have a larger average QxP share. Furthermore, the

smaller markets show a more volatile performance pattern compared to the larger markets.

This section has allowed one to answer the following supportive as-is research questions:

i How does one measure forecasting performance? Philips uses the wMAPE metric.

iv What is the current forecasting performance of markets? On a 6-month forecasting horizon, the

average performance across all regions is 54% on average over a period of 30 months.

.
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4 Forecast Analysis at Aggregated Levels

4.1 Set-up

This sections discusses the set-up of the application of aggregation on the data. Grouping criteria are

discussed and the considered groups of aggregated products and regions are shown. One can consult

Appendix C for more detail on the data and the method of aggregation.

Several groups of products and regions are considered. For products, the grouping is based on product

type and technologies. For regions, the grouping is based on geography, economic status and culture.

The groups of products that are included in this thesis project are listed in the Table 2. The groups are

listed on the vertical axis with all the corresponding products/regions marked on the horizontal axis.

These groups can be used separately or combined and some can consist of subgroups. For example, PG1

can be split into its subgroups PG3 and PG4. These two groups can furthermore be split into different

subgroups on a lower level. For instance PG3 can be split into PG13, PG14 and PG15; PG4 can be split

into PG11 and PG12.

The following assumptions are taken into account with regard to groups of products:

• Product g belongs to PG1 and PG3, but does not belong to PG5 of PG6.

• The products in PG2 cannot be combined with the other products in groups (except for Total).

These products are built in a separate production facility and therefore are not combined with the

other products. Furthermore, they are very different in terms of for example medical application

and user type.

• Product o is an enhancement for existing equipment that upgrades components of systems. As it is

not comparable with any of the sixteen other products, it is not combined with any other product

(except in the Total group).

Table 2: Considered groups of Products

Product

blank

Group

a b c d e f g h i j k l m n o p q

PG1 x x x x x x x x x x x

PG2 x x x x x

PG3 x x x x x x x

PG4 x x x x

PG5 x x x x x x

PG6 x x x x

PG7 x x x x

PG8 x x

PG9 x x x

PG10 x x

PG11 x x

PG12 x x

PG13 x x x

PG14 x x

PG15 x x

Total x x x x x x x x x x x x x x x x x

The groups of regions considered for aggregation are displayed in Table 3. Again, groups can be used

separately or combined and some can consist of subgroups. The group of Europe can for example be

split into North-West Europe and South Europe. It must be noted that Region D and K are excluded

from aggregate groups, because these two have a significant contribution to the total amount of demand.
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Philips has a strong preference to keep Region D and Region K separated from all other regions since

both regions are key-markets for Philips. This is regarded as a requirement for this thesis. Therefore,

the results are given only for aggregated groups that do not include Region K or Region D. The affected

groups are marked with a (*).

Furthermore, one group of regions - JIA(RMAL) - can have various configurations. The core regions of

all configurations are Japan, India and ASEAN. The regions RCA, MET, Africa and LATAM can be

added to the group independently of one another. This results in derived groups such as JIAR, JIARM

and JIARMAL.

Table 3: Considered groups of Regions

Region

blank

Group

A B C D E F G H I J K L M N O P Q

RG1 x x x x x x x x x x x x x x x

RG2 x x x x x x* x x x

RG3 x x x x x* x x x

RG4 x x x x x x x x

RG5 x x x x x x x

RG6 x x x x

RG7 x x x

RG8 x* x x x x x

RG9 x* x x x x x

RG10 x* x x

RG11 x x

RG12 x* x x x* x* x x*

RG13 x x x

RG14 x x x

World x x x x x x x x x x x x x x x x x

Furthermore, three data sets are considered with groups of regions that are (approximately) equal in

terms of QxP. The smaller regions (i.e. all except Region D and Region K) are divided into two, three

and four groups that are roughly equal in their QxP contribution. Therefore, data sets are formed

with a total of four, five and six groups respectively. Table 4 displays these data sets. For example:

configuration R2 consists of Region D grouped separately; Region K grouped separately; Region H, I,

..., P aggregated in group A1 and Region C, Q, ..., L form group A2. It must be noted that geography

is taken into account to group the regions. As of such, not all sets of groups have exactly equal QxP

proportions, yet they are still balanced. These three data sets are equal to configuration R2, R9 and

R10 as mentioned in Table 7.

4.2 Bottom-up Aggregation

4.2.1 Market Forecasts

For aggregated products, the results of bottom-up (BUP) aggregated market forecasts are summarized in

Table 5. The values represent the weighted (by QxP) average product mix forecast accuracy per region

based on the timespan of 2016/01 2018/12. For example, the average PMFA score for Region F using

the product groups PG 1 & 2 (with the products not belonging to these groups non-aggregated) is 52%.

Improvements compared to the as-is situation (i.e. non-aggregated) are marked in green; observations

with decreased performance are marked in red.

One sees that the product mix forecast accuracy increases for almost all independent regions and that

the scores seem to increase after aggregation into larger groups. The best scoring aggregation group
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Table 4: Groups of Regions with QxP considered

seems to combine all products into one group (Total). The second best seems aggregating the products

into two groups: PG 1 and 2. These two groups show the largest increases in PFMA scores for all

configurations excluding Total. One must note that these aggregated groups result in loss of information

if one were to plan demand and assess demand forecasts at this level. No distinction between products

within the groups is made. To compare all results, it is chosen to compare the PMFA scores on a total

level, which is the weighted average of the regions according to their QxP contribution.

Table 6 below depicts the results for 10 of the top scoring configurations with aggregated product groups.

The configurations are ranked for the total PFMA score, listed in the lowest row of the table. The ag-

gregated groups of products (PGs) are displayed, with their aggregated group sizes included below. The

row ’nødisaggregate products’ contains the number of products (out of seventeen in total) that are left

non-aggregated. The average groupsize is defined as the average number of products that are combined

in a forecast.

The best scoring data sets include products aggregated on a total level and the distinction between PG1

and PG2, with a mix accuracy of 72% (Total) and 70% respectively. These two configurations result in

an increase of 18% and 16% respectively on average on the time horizon assessed when compared to the

non-aggregated situation.

For aggregated regions, it must be noted that Region K and Region D are always excluded from any

group and kept separately in the results displayed in Table 7. Therefore, always at least two regions are

left disaggregated. Again, grouping the regions into one big group (PG1) results in the highest overall

score. Compared to the as-is situation (non-aggregated), aggregating the forecasts on the group PG1

would result in a 12% increase in accuracy on total level. However, again this results in a loss of detail as

no distinct connection product-region can be made. Assessing demand forecasting performance at this

level would become more accurate on a total level, but products would be linked to the group instead of

an individual region.

One can combine aggregated products and aggregated regions as well. The top scoring aggregated groups
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Table 5: Bottom-up results for forecasts at assessed at market-level

Table 6: Results for market forecasts with aggregated products

of regions have been combined with the top scoring aggregated groups of products. These have all been

combined to examine the effect on the total PMFA. The results are summarized in Table 8, in which the

as-is situations for both products and regions are included. It must be noted that many other configu-

rations have been tested, but they are not included to keep a clear overview of the data.

The bottom-right score of 54% is the average PMFA measured at a non-aggregated level. The rows are

split by the different product configurations; columns represent the different region configurations. The

values are the respective product mix forecast accuracies according to wMAPE in percentages. Improve-

ments in PMFA are displayed in green, the darker the color, the better the score. The groups are ranked

such that the scores increase in upper/left direction.

It can be seen that the higher level of PMFA score is achieved using (R1,P1) aggregation the highest

levels considered in both dimensions. A correlation is present between the average group size (mentioned

in Table 7 and 6) of the aggregated forecasts and the resulting mix accuracy. This result is found for

both regions and products. The correlation is found to be positive and significant for both regions and

20



Table 7: Results for market forecasts with aggregated regions

products. For regions a correlation of 0.92 is found (t = 8.96, p << 0.05); for products a correlation of

0.84 is found (t = 5.69, p << 0.05).

Table 8: Results for market forecasts with aggregated regions and products

To determine what configurations are performing best, the mean performance of each region and product

configuration is compared. The differences in mean performance between the different product config-

urations are examined using t-tests. It is shown for the top six scoring product configurations that

the differences of means are all significant (p < 0.05) meaning that configuration P1 > P2 > > P6

in terms of mix accuracy. The differences in mean performance between different configurations of re-

gions are found not significant (p > 0.05; again two-sided 95% confidence intervals), except for the as-is

configuration compared to any other configuration. Although the differences between configurations of

regions are statistically not significant; one can observe that configurations generally outperforms the

other configurations to the right.

The results indicate that the accuracy on a total level can increase up to 29% when forecasting accuracy

is assessed on a total level. To obtain this, one needs to bottom-up aggregate the forecasts of all the

products in one group and aggregate the smaller regions into one group RG1. However, as subsequently

the accuracy is determined on such a high level, a lot of detail is lost. The impact of this loss of infor-

mation is discussed in Chapter 6.
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4.2.2 Statistical Forecasts

Next to market forecasts, also statistical forecasts are available at the lowest level (i.e. demand forecasts

for seventeen products in seventeen markets). As mentioned in Section 1.2, these forecasts are determined

using the average forecast of seven different forecast methods. However, the results show that the

performance of the statistical forecasts is below the average performance of market forecasts, comparing

the mean PMFA (1 − wMAPE) with Table 1. Table 9 displays the achieved forecasting accuracy for

statistical forecasts for the as-is situation. One can see that the average PMFA for the last two years is

smaller for all regions individually. The region for which the statistical performance stands out compared

to the other regions, is Region D with a statistical forecast accuracy of 71%.

Table 9: Average PMFA per region for statistics and markets

Region mean PMFA stat (%) mean PMFA market (%) Category

C 13 24 Small

A 11 24 Small

Q 15 27 Important

J 16 29 Important

F 24 30 Small

N 8 30 Small

L 18 33 Small

B 29 35 Small

G 24 42 Small

H 32 42 Small

O 26 44 Important

M 25 45 Small

E 9 46 Small

P 36 50 Important

I 27 60 Important

K 44 66 Vital

D 71 76 Vital

Total 38 54

Like the market forecasts, statistical forecasts at the lowest level are bottom-up aggregated to determine

the resulting performance at higher levels of cross-sectional aggregation. Again, it is observed that

assessing the forecasting performance at a higher level results in an increase in accuracy. However,

the results for aggregated statistical forecasts show lower values at aggregated levels than aggregated

market forecasts. A comparison between the results for several groups of regions and products - both

separately and combined - is displayed in Table 10. In this table, the values first displayed represent the

PMFA for the certain configuration achieved on average by statistical forecasting. The values displayed

in brackets represent the PMFA achieved by market forecasts at the corresponding aggregation level.

For example aggregating products into three product groups 2,3,4 results in 59% PMFA for bottom-up

statistics whereas bottom-up market forecasts achieve 65% PMFA. It is found that the achieved PMFA

increases for higher degrees of aggregation (i.e. for larger groups). This is in line with the results found

for aggregated market forecasts.
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Table 10: Average PMFA per region for statistics

RG {1} {1} {1} {1} {1} {1}
PG {1} {2} {1,2} {2,3,4} Total {1} {2} {1,2} {2,3,4} {Total}

PMFA(%) 38 (54) 62 (69) 39 (55) 64 (70) 59 (65) 66 (72) 49 (66) 68 (76) 50 (68) 69 (77) 66 (75) 67 (83)

4.3 Statistical Forecasts at Aggregated levels

4.3.1 Set-up

Using the aggregated input determined in the previous section, statistical forecasts are made on aggre-

gated levels using Holt Winters. This method is used because the demand shows strong seasonalities

at aggregated demand levels, which can be forecasted well using Holt Winters (Hyndman and Athana-

sopoulos, 2018). Furthermore, Holt Winters can take trends into account which are also observed in the

data of time series. It is expected that Holt-Winters can be beneficial for demand that displays strong

seasonalities, as the seasonalities improve the forecastability of demand. Another model considered for

forecasting is ARIMA. However, comparing the forecasting accuracy for their Root Mean Squared Er-

ror (RMSE), Mean Absolute Error (MAE) and Mean Absolute Percentage Eror (MAPE) showed that

Holt Winters was preferable and had better performance than ARIMA. For both methods, parameters

are determined such that model fit is optimized in terms of MSE. Table 11 displays the comparison of

forecast performance for monthly demand of regions aggregated with configuration R1 for various con-

figurations of products. Accuracy is tested for 2018 demand, being forecasted at aggregated levels using

the entire demand history available. For the majority of tested configurations the ARIMA forecasts are

outperformed by the Holt Winters forecasts. Therefore, Holt Winters is considered for the statistical

forecasts.

Table 11: Accuracy Comparison for PG1 (1), PG2 (2) and PG4 (4).

Method RMSE1 MAE1 MAPE1 RMSE2 MAE2 MAPE2 RMSE4 MAE4 MAPE4

HW 7.00 5.31 10.00 12.65 9.54 24.69 4.71 3.46 24.62

ARIMA 10.97 8.71 15.52 20.33 17.75 33.51 4.92 3.31 21.23

Seasonality in demand is strongly present in the demand of aggregated products. The grouping of prod-

ucts in either PG1, PG3 or PG 6 systems seems to result in the strongest seasonalities, as shown in

Figure 18. This figure shows the seasonal decomposition of historic demand. From top to bottom the

original data; the seasonal component; the trend component and the error component are depicted. One

can see that the historic demand and the seasonal component are much alike. It must be noted that

these strong seasonalities are visible throughout all levels of aggregated regions from separate regions

to a worldwide level although not all regions show such a strong seasonality.

The Holt Winters model is an exponential smoothing forecasting method that uses three parameters to

fit the time series of historical data: α for the level, β for the trend and γ for the seasonality of the model

(Hyndman and Athanasopoulos, 2018). The fit of the model is assessed using MSE and the values of α,

β and γ are optimized by R such that the MSE is minimized. It must be noted that these values are

determined for every separate time series, so no overall values are used.
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Figure 18: Seasonalities for (RG1, PG1), (A1,PG6) and (Region P, PG3) from left to right respectively.

To assess performance of the statistical forecasts at aggregated levels, one uses the demand history of all

periods until 2017 to forecast the demand of 2018 (excluded from the data set). Forecast performance

is compared using the monthly PMFA scores (1-wMAPE) for the monthly forecasts for 2018.

The following subsection displays the forecasts for some aggregated configurations. It must be noted that

the given accuracies there are determined as the average PMFA score of all point forecasts for 2018 made

using only data from 2017 and prior. Instead of calculating the PMFA at a fixed horizon, the average

performance of forecasts one to twelve months ahead is determined. Therefore, this measurement is

slightly different from the PMFA scores mentioned earlier. Subsection 4.3.3 elaborates on the results at

different aggregated levels using the ’correct’ measurement of wMAPE.

4.3.2 Forecasts visualized

Figure 19 displays the 2018 forecasts and demand actuals for the region group RG1 and product group

PG1. The black line is the historic demand; the green line represents the bottom-up market forecast; the

red line is the 2018 demand and the dark blue line displays the Holt Winters forecast with its confidence

intervals of 80% (blue) and 95% (light blue) respectively. One can see that the statistical point forecast

at this level is much closer to the observed demand than the bottom-up forecasts. The bottom-up fore-

casts show a forecast accuracy of 67% wMAPE over 2018, whereas the statistical forecast results in an

accuracy of 95% wMAPE. This is a substantial difference in accuracy. It must be noted that numbers in

this subsection represent the average performance of the forecasts with a horizon one to twelve months

ahead determined in the beginning of 2018.

Figure 19: HW forecast for 2018 compared to bottom-up market forecast for (RG1,PG1)

For RG1 and PG4, the results are depicted in Figure 20. One can see that the demand shows weaker
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seasonal patterns, making it harder to produce accurate statistical forecasts. One can see that the

statistical forecast follows the demand pretty well except for the last three months where demand is

under-estimated. The bottom-up forecast does follow the sudden increase in demand, but generally

overestimates the demand in the months before. The sudden increase of demand could not be forecasted

by a statistical model, yet market forecasts could foresee the high demand. This is most probably be-

cause of market information of a large order being known. Over 2018, the bottom-up forecasts have an

accuracy of 69%, whereas the HW forecasts have an accuracy of 79% PMFA at the (RG1,PG4) level.

Figure 20: HW forecast for 2018 compared to bottom-up market forecast for (RG1,PG4)

For demand in which seasonalities are less present in the data, the statistical forecast can perform worse

than the bottom-up forecast. This for example happens for product group PG2, depicted in the next

figure for the demand in RG1. Demand is underestimated by both the bottom-up and statistical forecast

on the long term, yet the bottom-up forecast performs a little better over 2018 with an accuracy of 85%

versus 74% PMFA.

Figure 21: HW forecast for 2018 compared to bottom-up market forecast for (RG1,PG2)

4.3.3 Forecast performance at different levels

For several different combinations of aggregated groups of products and regions, statistical forecasts are

determined using Holt Winters. For regions and products, it is chosen to focus on the higher levels of

aggregation (i.e. large groups) because this increases the steadiness of demand (more quantities) and

enhances the presence of seasonalities in the important product groups (i.e. Fixed systems and lower).

Forecast accuracy again is defined by product mix forecast accuracy, PMFA. For completeness of the
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analysis, the KPI is determined not only for a six month horizon (assessing the total demand of six

months ahead and the two preceding months), but also for a three, nine and twelve month horizon ac-

cording to the same method. For example a twelve month horizon with PMFA is using the total demand

in the period of ten, eleven and twelve months ahead.

The following aggregation configurations (see 2 and 3) are analyzed:

• Regions: Unaggregated / World / R1

• Products: Unaggregated / P2 / P4 / P10

• Time: Monthly / Quarterly

For each of the configurations, the demand actuals are aggregated to that level. Using the aggregated

data, statistical forecasts are generated at that level using Holt Winters. The forecast accuracies on a

six-month horizon are displayed in the following tables split for different configurations with the results

for each region. Table 12 and 13 display the results of forecasts for combined configurations (R1,P2)

and (R1,P4) on a monthly level in terms of time. From now on, the total configuration will be named

by (Rx, Px, t) with region configuration Rx, product configuration Px and time t ∈ (m, q) as monthly or

quarterly.

For example, in the configuration of (R1,P2,m), the bottom-up (BUP) market forecasts of Region D are

85% accurate. On a total level, the markets have an average accuracy of 76%. Statistical forecasts at

this aggregated level (Stats), result in a forecast accuracy of 87%. This is an increase of 11%. On a

lower level of product aggregation - configuration (R1,P4,m) - the forecasts by statistics (abbreviated:

stats) result in a 5% more accurate forecast. Thus a smaller difference. However, detail is added at this

level to the forecasts as a distinction between groups PG3,PG4 (together configuration P4) can be made

- which are combined in P1 = PG1.

Table 12: PMFA results for (R1,P2,m)

BUP Market BUP Stats Stats size

RG1 70% 55% 92% 15

Region K 79% 82% 81% 1

Region D 85% 83% 86% 1

Total 76% 69% 87%

Table 13: PMFA for (R1,P4,m)

BUP Market BUP Stats Stats size

RG1 70% 54% 82% 15

Region K 76% 79% 78% 1

Region D 79% 72% 75% 1

Total 74% 66% 79%

Looking at the results mentioned above, one can see that the increase in accuracy is mostly due to

the superior performance of Stats in RG1. Within this region, the increase in accuracy is found in the

forecasts of the PG1 (67% BUP Market vs 92% Stats with a size of 15 out of 17 markets) or PG3 (68%
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BUP Market vs 86% Stats for 15 out of 17 markets) for the two configurations mentioned above respec-

tively. For PG3 - which show a rather irregular demand pattern - the statistical forecasts at aggregated

level are not performing any better than bottom-up market forecasts. Overall it is observed that the

statistical forecasts at aggregated levels perform superior compared to bottom-up market forecasts for

demand series that show strong seasonal patterns. The largest increases in forecast accuracy are found

PG1 (= PG3 + PG4), of which the products found in PG3 have the largest contribution as mentioned

above. As these systems represent the majority of the total QxP volume, this also results in a forecast

accuracy increase at a total level.

Comparing the results of bottom-up aggregated statistical forecasts with statistical forecasting at ag-

gregated levels, one can see that the bottom-up aggregated forecasts for Region K and Region D show

comparable performance, with a difference of at most 3%. However, for International the differences

are much larger: bottom-up statistical forecasts perform up to 37% less accurate. Because the region

group RG1 accounts for 15 out of 17 markets (also a dominating factor in terms of QxP), a significant

difference on total level is observed of 11% for (R1,P2,m).

Table 14 displays the results for (world,P2,m). The results are compared with the performance for

(R1,P2,m). One can see that the bottom-up forecasts achieve a higher accuracy at this level with

a 3% increase in accuracy for both the bottom-up market and statistical forecasts. Comparing the

performance of statistics at aggregated levels (column stats), one can see that there is no difference in

average performance in terms of PMFA. Therefore, no gain is found on a total level: forecasting on a

lower scale (i.e. 15 markets combined Region D and K separately) results in the same PMFA, yet more

(regional) details are available.

Table 14: PMFA results for (world,P2,m)

BUP Market BUP Stats Stats size

World 79% 72% 87% 17

Next to this rather high level of aggregation with both aggregated groups of products and regions, also

lower level results are assessed. The performance of statistical forecasts at aggregated levels is also as-

sessed for demand series with only one dimension of aggregation. The results for regions optionally using

aggregated in three groups (configuration R1 including RG1/Region K/Region D); products optionally

aggregated in three groups (configuration P2) and time aggregated in quarters or months, are summa-

rized in Figure 22.

In Figure 22 the results for non-aggregated dimensions up to all dimensions (i.e. products, markets,

time) aggregated. The left percentage at each box indicates the accuracy of the bottom-up market

forecasts. The right percentage indicates the accuracy of the statistical forecasts at an aggregated level.

The results of bottom-up aggregated stats show worse performance at all levels. In each box the num-

ber of groups in the specific configuration is specified. Non-aggregated, one produces forecasts for the

demand of 17 regions each having a demand for 17 products on a monthly basis. It can be observed that

statistical forecasts thrive at high levels of aggregation. Non-aggregated, statistical forecasts perform

worse than market forecasts with a difference of 16% PMFA. When only one dimension is aggregated,

the performance of bottom-up market forecasts still is superior. The statistical forecasts at aggregated

levels perform best for aggregated products, yet still a gap of 4% exists on average compared to market
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forecasts.

Figure 22: Summarized PMFA (%) for different levels of aggregation for BUP market FCs / aggregated

statistical FCs.

Statistical forecasting seems to become much more accurate once products and regions are combined:

for these two dimensions aggregated, statistical forecasts perform 11% better than bottom-up market

forecasts. The next step is to add a third dimension: temporal aggregation. It is observed that this does

not lead to an increase in performance. As the wMAPE metric to define forecast accuracy already takes

the demand at quarterly measures into account, the differences with data aggregated in three dimensions

is little. It is observed that performance of both market and statistical forecasts does not increase once

demand data is aggregated temporally. This is also observed for other data sets.

4.3.4 Performance on different horizons

To gain more in-depth knowledge on the forecasting performance, the performance on different forecast-

ing horizons is assessed. Next to a forecasting horizon of 6 months wMAPE - as used in the previous

section - this subsection discusses the results for horizons of 3, 9 and 12 months. It must be noted that

the calculation of the PMFA KPI remains unchanged. For example, the PMFA score for May with a

horizon of 3 months looks at the forecasts made at the beginning of March for the months March, April

and May. This section discusses the results for region configuration R1.

The data in Table 15 depicts the resulting forecasting performance (PMFA) across the horizons for differ-

ent product groups for RG1. The results for Region D and K are displayed in Table 16 and 17 respectively.

Product groups mentioned in the tables are listed such that a hierarchy is visible with PG1 as the largest

product group. This group can be split into two groups (PG3 and PG4) which can subsequently be split

into three and two sub groups respectively. Therefore, the results are included for three different levels

of aggregation for these products. It must be noted that the results for Product O are not included

because it is not included in any considered aggregated group of products.

The tables show a comparison between the performance of bottom-up market forecasts (’Market’) and

statistical forecasts at aggregated levels (’Stats’). One most note that the mentioned percentages rep-

resent the forecasting performance for one specific product group, instead of the overall forecasting

28



performance across all products for a region (group).

Table 15: Performance on different horizons for RG1 (1-wMAPE).

One can observe in Table 15 that market forecasts are outperformed by statistical forecasts on the horizon

of 3 months for all the product groups except for PG15. On a 6-month horizon comparable patterns are

observed and the statistical forecasting accuracy for PG12 also shows a lower value. PG12 and PG15 are

both relatively small product groups with relatively low demand, which can be a reason that statistical

forecasts are not that accurate. The demand quantities of these product groups are very volatile. At a

forecasting horizon of 9 months, there is a sudden increase in accuracy for bottom-up market forecasts.

The sudden increase in accuracy for 9M wMAPE can be explained by market behavior: markets tend to

focus on the satisfaction of their own demand, especially on the shorter horizon (up to 6 months ahead).

Individual markets seem to hoard on a shorter horizon to secure possible future demand (’If we dont

ask for the units we might sell in the future, we will never get them when we actually can sell them’ ). It

is observed that forecast errors on the short horizon are mostly due to over-forecasting. Forecast errors

on the long term are mostly due to under-forecasting. Figure 23 depicts this tendency that is found

in the bottom-up market forecasts for RG1. The demand forecasts for products in PG1 for different

time periods are visualized, with the red lines representing the observed demand in that period. This

repeating pattern is found One can see that demand is under-estimated on the long horizon (i.e. 12-10

months ahead). A shift from under- to over-forecasting is observed in the next quarter, which explains

the sudden increase in forecast accuracy for the 9-month wMAPE measure. Subsequently, one finds that

the forecasts show over-forecasting on a shorter horizon, which is corrected once the horizon approaches

the minimal horizon.

Figure 23: Under- and over-forecasting across the horizon for {RG1,PG1}.
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Looking at the product groups in the hierarchy of PG1, one can observe that statistical forecasts at a

higher level generally are more constant on all horizons for RG1. The results for PG2 - containing five

products - show that long term (12M) forecast accuracy is higher for statistical forecasts than bottom-up

market forecasts. However, for shorter horizons mixed results are found.

Table 16: Performance on different horizons for Region D (1-wMAPE).

Table 17: Performance on different horizons for Region K (1-wMAPE).

The bottom-up market forecast accuracy for Region D and K shows more stable and more accurate

(mind 9M) results than RG1. For both regions, market forecast accuracy is already high compared to

market accuracy at RG1.

For Region K, there does not seem to be a clear preference of market or statistical forecasts on higher

product levels (PG1/PG3 and lower). However, PG4 and PG2 generally perform better with market fore-

casts. The demand of PG15 is very volatile with low quantities, which can explain the poor performance.

Therefore, one concludes that the use of statistical forecasts at aggregated levels of regions and products

is mostly useful for RG1 - the group consisting of 15 regions. Within this group, the largest improve-

ments are found in PG1 and PG3 (and PG13 and PG14 to a lesser extent). Increases of up to 30%

are observed. An explanation for these large improvements is the strong presence of seaonalities in the

demand patterns. Furthermore, the accuracy of statistical forecasts is more stable across horizons than

bottom-up market forecasts.

The market forecasts for Region D and K show a higher level of accuracy than statistical forecasts at

aggregated levels. The use of statistical forecasts for these regions does not seem to result in a clear and

consistent increase in forecast accuracy.
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4.3.5 Temporal Aggregation using MAPA

Next to ’simple’ temporal aggregation in which time periods are aggregated in buckets at a lower time

frequency (i.e. monthly demand to quarterly demand), also the effect of using the Multiple Aggregation

Prediction Algorithm (MAPA) is investigated. As mentioned in Section 1.4, MAPA determines one

overall forecast at the original temporal level (i.e. monthly) by combining demand forecasts at multiple

higher temporal aggregation levels (see Figure 24).

Figure 24: MAPA versus standard forecasting (Petropoulos and Kourentzes, 2014).

The MAPA method is applied on several configurations of datasets with monthly demand data:

• 17 regions / 17 products (as-is)

• 17 regions / 3 product groups (P2)

• 3 regions (R1) / 17 products

• 3 regions (R1) / 5 products (P4)

• 3 regions (R1) / 3 product groups (P2)

• World / 3 product groups (P2)

It must be noted that forecasts at all temporal aggregated levels are determined using exponential

smoothing, in accordance with Nikolopoulos et al. (2011). For each forecast, demand history up to

December 2017 is used to determine an optimal model fit and optimal parameters, based on MSE. To

determine the combined model fit, with which the overall forecasts are determined, the mean parameters

(for error, trend and seasonality respectively) are used. This is the default setting for MAPA and is

assumed to be effective (Nikolopoulos et al., 2011).

The average total forecast accuracy across all regions and products is determined for forecasts of 2018

demand (using wMAPE). The following results for total forecasting accuracy are obtained after temporal

aggregation with MAPA for different aggregated configurations:
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• 17 regions / 17 products (as-is): 43% (54%, 34%)

• 17 regions / 3 product groups: 74% (75%, 71%)

• 3 regions / 17 products: 55% (64%, 51%)

• 3 regions / 5 product groups: 83% (74%, 79%)

• 3 regions / 3 product groups: 88% (76%, 87%)

• World / 3 product groups: 87% (79% ,87%)

In these lists, the numbers between brackets are obtained by bottom-up market forecasts and statistical

forecasts at aggregated levels respectively.

One can observe that the use of MAPA performs at least as good as the statistical forecasts for all tested

configurations. However, it must be noted that the added value of MAPA on higher levels of aggregation

seems less high when compared to lower aggregation levels. For the highest level of cross-sectional ag-

gregation tested (world,P2), the PMFA is 87% for both statistical forecasts and MAPA. At that level of

cross-sectional aggregation, no significant amount of accuracy can be obtained with the input of demand

at multiple temporal levels. On the lowest level, the bottom-up market forecasts outperform both MAPA

and statistical forecasts.

For the mid-levels of cross-sectional aggregation, MAPA can increase the accuracy of statistical forecasts.

For example for the configuration with 17 regions / 3 products, an increase of 3% is observed. However,

at that level the bottom-up market forecasts perform at least as well. MAPA forecasts outperform both

the bottom-up market forecasts and statistical forecasts at aggregated levels for the configurations with

3 regions and 3 or 5 product groups. The results show that MAPA forecasts can improve statistical

forecasts with up to 4% of accuracy (wMAPE).

4.4 Intermediate Conclusions

It is observed that the assessing forecast accuracy at aggregated levels results in a higher perceived

accuracy. This is in line with the findings in literature mentioned previously. For statistical forecasts

at aggregated levels, the greatest benefit is found for combined aggregation of both regions and prod-

ucts. It should be noted that aggregation in either one of those dimensions separately did not result

in more accurate statistical forecasts compared to bottom-up market forecasts. Statistical forecasts for

the assessed demand data thrive once both aggregations dimensions are combined. This can result in

demand series that show strong seasonalities. Statistical forecasts for RG1 seem to be the most bene-

ficial - especially for PG1 and its subgroups of products. The benefit of statistical forecasts can grow

up to approximately 30% for some specific instances. The use of temporal aggregation with the MAPA

method can increase statistical forecast accuracy with up to 4% wMAPE. Furthermore, it is shown that

the accuracy of statistical forecasts at aggregated levels is more stable across the forecast horizon than

the accuracy of bottom-up market forecasts.
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This Section has answered the following supportive research question:

v What level of forecasting accuracy can one achieve using aggregation?

Shortly summarizing the findings, one can increase forecasting acccuracy of the demand series by

cross-sectional aggregation in both regions and products and temporal aggregation to a level of

approximately 90% PMFA. However, the use of aggregation is not useful for all demand series.

Demand series with strong seasonalities at aggregated levels benefit the most and show the most

promising results.

Furthermore, the following design research question is answered:

• What is the added value of statistical forecasting at aggregated levels? Shortly summarized, the

added value is the more accurate and more stable performance for demand series that show strong

seasonalities, allowing statistical accuracies of up to levels of 90%-95% PMFA.
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5 Gaining Detail with Disaggregation

When one aggregates demand, detail is lost in general. It is shown in the previous section that the

forecast accuracy can be increased after one applies aggregation, especially for data that is aggregated

cross-sectionally (i.e. aggregated groups of products and regions). In this Chapter, it is investigated if

detail can be gained (e.g. translate demand of a group of regions to demand of separate regions) while

a higher level of forecasting accuracy is maintained. Appendix C contains the pseudo-code according to

which demand data is disaggregated.

5.1 Methods

Two methods are considered to disaggregate demand to the original level of measurement: equal weights

(ew) and average historic proportions (hp). These are chosen as they are among the most effective

methods to disaggregate demand in literature (Gross and Sohl, 1990).

With equal weights - the most straight forward method - demand is disaggregated with equal proportions

across all regions and products. With historical proportions, the demand is disaggregated according to

the historic proportions of demand in the past. Because of the low quantities, it is chosen to use non-

integer demand quantities rounded to two decimals. This allows some slack as otherwise the forecasted

demand quantities would mostly be rounded to 0. The performance of disaggregation is tested for 2018

demand, using wMAPE to assess forecast performance. Because of the intermittent nature of demand

of important products, it is chosen to use the proportions of the total demand of 12 months prior (i.e.

2017 demand). Demand data of earlier time periods are not considered because of recent product intro-

ductions. Including earlier data would result in under-estimated historic proportions of newer products

in the current demand. Demand is disaggregated for five configurations of aggregated groups of regions

and four configurations of aggregated groups of regions.

5.2 Disaggregation of Market Forecasts

The results for disaggregated demand forecasts is depicted in Table 18. The first two columns indicate

the configuration of the aggregated time series and the third and fourth column indicate the average

total forecasting accuracy for 2018 demand measured with wMAPE for equal weights (ew) and historic

proportions (hp) respectively. The average PMFA score for the as-is market forecasts is included on the

right side of the table (one average value). It is observed that disaggregation by historic proportions

clearly outperforms disaggregation by equal weights. For all tested configurations, forecasts after disag-

gregation with historic proportions are more accurate.

It is observed that disaggregation by equal weights of aggregated groups of products has a larger impact

on total accuracy than disaggregation of aggregated regions. Data sets that only include aggregated

regions score relatively stable compared to data sets only including aggregated products. Apparently,

one can disaggregate demand from aggregated regions into disaggregate regions better than products

using equal weights. For disaggregation by historic proportions, the difference is smaller.

The forecast accuracy for 2018 at disaggregate level using the original market input is 54%. It is observed

that one can obtain a comparable - yet marginally lower - forecast accuracy by disaggregation of data
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Table 18: Results of disaggregated market forecasts

Region groups Product groups PMFAew PMFAhp PMFAas−is

none P2 22% 36% 54%

none P4 17% 27%

none P10 34% 36%

R1 none 46% 51%

R2 none 47% 46%

R9 none 50% 53%

R10 none 51% 53%

R1 P2 21% 36%

R1 P4 18% 34%

R1 P10 30% 36%

R2 P2 22% 35%

R2 P4 20% 32%

R2 P10 30% 34%

R9 P2 22% 36%

R9 P4 20% 33%

R9 P10 31% 36%

R10 P2 22% 36%

R10 P4 19% 33%

R10 P10 32% 36%

sets with only aggregated regions. The highest forecast accuracy obtained after disaggregation is 53%

with configuration R9 and R10 for three B1,B2,B3 and four C1,C2,C3,C4 aggregated groups of regions

respectively. It must be noted that these values are obtained for fractional demand forecasts, whereas the

market forecasts are constrained to integer values. For rounded values of forecasts after disaggregation,

the total forecasting accuracy deteriorates. Therefore, there seems to be no significant added value (i.e.

accuracy) in disaggregation by historical weights.

The highest level of accuracy achieved by historical proportions is 53%. With disaggregation of groups

of regions to separate regions, one can maintain a higher PMFA than with disaggregation of product

groups. It seems that one obtains a steady average forecast accuracy for a fixed product configuration

and that the presence of aggregated regions does not affect the PMFA after aggregation that much. Take

for example the product configuration P2. After disaggregation, data sets with this product configura-

tion steadily have a 35-36% no matter the configuration of regions. The same is true for P10.
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5.3 Disaggregation of Statistical Forecasts

Statistical forecasts at aggregated levels are also disaggregated to determine the forecasting performance

after translation to the original level. Because of the poor performance of disaggregation by equal

weights, this method is not considered any more. The results of disaggregation by historic proportions

of statistical forecasts at aggregated levels are displayed in Table 19.

Table 19: Results of disaggregated statistical forecasts

Region groups Product groups PMFAhp PMFAas−is

none P2 33% 54%

none P4 29%

none P10 35%

R1 none 44%

R2 none 40%

R9 none 44%

R10 none 44%

R1 P2 33%

R1 P4 30%

R1 P10 34%

R2 P2 33%

R2 P4 30%

R2 P10 33%

R9 P2 33%

R9 P4 30%

R9 P10 34%

R10 P2 33%

R10 P4 30%

R10 P10 34%

It is observed that forecasting performance again is below the level of 54% PMFA achieved by the market

forecasts. Although the forecast accuracy at aggregated levels for statistical forecasts is higher than the

accuracy of market forecasts, no superior PMFA is obtained after disaggregation. The same patterns

can be seen in Table 19 as seen in Table 18. Disaggregation of products seems to have a more negative

effect than disaggregation of regions on the resulting PMFA. Performance of disaggregation of products

is approximately equal regardless which configuration of region is used - grouped or original.
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5.4 Proportions in detail

The historical proportions are investigated in more detail to gain an insight in the poor performance

after disaggregation. It must be noted that proportions are based on quantities (i.e. including value like

done with QxP).

The total demand proportions of regions are displayed in Figure 25. This figure shows the average

historic proportions of regions in 2017 and the monthly and average demand proportions of regions in

2018. It is observed that the demand proportions of regions are rather stable in time and do not show

large deviations. Throughout 2018, the proportions of regions are similar to the average proportions

of 2017. Near the end of 2018, the proportions seem to show a change somewhat. However, no large

deviations are seen. Furthermore, the average proportions of 2017 and 2018 do not differ much when

comparing the two outer bars in the chart.

Figure 25: Demand proportions of regions for all products in 2017 and 2018.

Figure 26: Demand proportions of regions for PG1 in 2017 and 2018.

Figure 26 shows the demand proportions of regions for product group PG1. Because of the limited

number of products, demand proportions are more subject to volatility. Because the demand of a lim-

ited number of products is taken into account, the total demand within a region is smaller compared

to Figure 25. Therefore, the proportions are somewhat more volatile. This is for example visible for

December 2018. Mean proportions of 2018 and 2017 are again similar.

The proportions of products are also investigated. In Figure 27 the demand proportions of products

across all regions are visualized. Demand in 2018 seems to show the same level of stability in proportions

as found for regions. However, comparing the average demand proportions of 2017 - used as input for
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disaggregation - with the demand proportions of 2018, a clear difference can be found. In 2017 the

first six products (i.e. green and above) show a relatively small demand proportion compared to 2018.

These products are the products introduced the most recently of the considered products. Because of the

importance of these products (i.e. in quantities and price) and the significant difference in proportions

between 2018 and 2017, this is a contributing factor to the poor forecasting accuracy after disaggregation.

Figure 27: Demand proportions of products for all regions in 2017 and 2018.

Figure 28: Demand proportions of products for Region K and P in 2018.

Figure 28 shows the demand proportions of products for Region K - a vital region - and Region P - an

important, yet smaller region. On this lower level, more volatility of the proportions is seem in time.

The larger regions such as Region K show more stable demand proportions than smaller regions. The

proportions for Region P clearly show that volatility is strongly present when smaller demand quantities

are taken into account (i.e. one small market versus multiple markets combined). The same level of

volatility or higher is found for all other non-vital regions. As these markets are 15 markets out of 17

markets considered in total, the impact of this volatility is significant. This volatility makes it hard to

use historical proportions for disaggregation.

5.5 Intermediate Conclusions

The results show that disaggregation by equal weights or historical proportions does not succeed in

adding detail to the forecasts without losing too much forecast accuracy. The use of disaggregation by

equal weights is outperformed by the use of historical proportions. The use of disaggregation by these

methods is not beneficial for the investigated data set. However, other uninvestigated methods might be

more beneficial. This therefore answers research design question 3.
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6 Effects of Aggregation in the Forecasting process

6.1 Effects in costs

To compare the operational effects of bottom-up market forecasts with statistical forecasts at aggregated

levels, costs are determined. The original market forecasts (i.e. at the lowest level) are considered as

the benchmark with corresponding costs. As there are different effects for under- and over-forecasting,

a distinction is made between these two. This section discusses the method used to determine the costs

related to forecast errors. It must be noted that the cost components are using estimated parameters.

The estimates have been determined in cooperation with representatives of Philips. To cope with the

sensitivity of these estimations, several scenarios are tested (i.e. a high and low value for parameters).

As of such, the costs mentioned in this chapter should be regarded as indications.

6.1.1 Cost Structure

Costs can be determined for the forecasts and corresponding errors at any horizon for any demand of

a product p in region r at time t. The costs are split according to under- and over-forecasting because

the cost elements are specific for both situations. Forecasts for demand in time t are determined and

updated on a rolling horizon up until time t.

Assuming the maximum forecasting horizon is twelve months, also twelve forecasts are determined for

the same demand observation. For each of these forecasts it is possible to determine corresponding costs

due to a forecast error. It is chosen to quantify the costs for forecast errors according to a weighted

average of the forecasts as a function of the horizon. It is assumed that forecast errors on a short horizon

will have a larger (negative) impact than forecast errors on a long horizon. Therefore, the weight put

on forecasts to determine costs increases for shorter horizons. For example practically, a business supply

chain will be more flexible and thus is better in coping with forecasting errors against lower costs on the

long term compared to on a short term.

It is chosen to weight the cost values of demand forecasts for any product p, region r in time t on horizons

of 3 months up to 12 months because important operational decisions (e.g. inventory orders, production

planning, shipment planning) are taken within this horizon. Therefore, the demand forecasts are having

an effect on costs for these horizons. Furthermore, because operational decisions need to be made in

time and cannot be modified easily, one assumes that forecasts have no impact on the short horizon of

1, 2 months ahead. At such a short horizon, it is assumed that factory plans cannot be modified any more.

The distribution of weights as mentioned in Table 20 is used to weight the costs for every horizon h.

This distribution is chosen in alignment with considerations of factory representatives. A distribution

is chosen in which the weights increase linearly from 12 months up to 7 months ahead. The longer

horizons have relatively low weights because decisions made on longer horizons have less impact than

medium-term horizons. The forecasts on 7, 6 and 5 months ahead are assigned an equal weight. These

forecasts horizons are considered the most important (i.e. the most important decisions are made here)

and therefore have the largest weights. The weights forecasts at a horizon of 3 and 4 months still have

some impact, yet smaller. These weights are estimated to be 25% and 75% respectively of the weights

of horizons 5-7. Decisions made at a horizon of 4 months are considered important, yet less important

than decisions at horizon 5-7. On a horizon of 4 months, only last minute decisions are made and little
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impact is expected. It must be noted that wh = 0 for h ∈ 1, 2 and h > 12.

Table 20: Cost weights wh

Horizon 12 11 10 9 8 7 6 5 4 3

wh 0.026 0.051 0.077 0.103 0.128 0.154 0.154 0.154 0.115 0.038

Over-forecasting

For over-forecasting one considers the costs for a unit of an item planned that cannot be sold and -

because it is a make-to-order environment - thus cannot be produced.

Two cost components are taken into account:

• Inventory holding costs chc

• Costs due to unused production capacity cup.

Inventory holding costs include the costs due to excess inventory. As the demand forecasts are used as

input for inventory decisions, one can imagine that over-forecasting leads to ordering more inventory (i.e.

components/parts). Because of the make-to-order structure, this will lead to excess inventory. Further-

more, costs are associated to unused production capacity. The planning for production facilities in the

factory depend on the forecasted demand among other input factors. When demand is over-forecasted,

this generally results in unused production capacity as the environment is make-to-order. For example

production slots remain unused, and labor forces and equipment remain idle.

It is chosen to determine all costs components as a function of the unit price (i.e. sales price - sales

margin) of a product. This allows to put more emphasis on the forecast errors for important items. A

sales margin of M% is used. For unused production capacity an estimated penalty of vl% to vh% of

the unit price is used. For inventory holding costs an annual interest rate of wla% up to wha% is used,

which is found to be a commonly used and reasonable value in literature (Azzi et al., 2014). It is chosen

to use the forecasting horizon with the largest importance - six months - as the horizon to determine

holding costs. Because of the weighting across horizons, the interest rate is corrected. One constantly

over-forecasted unit on all horizons should result in the expected costs as if it was supplied at a horizon

of six months. The corrected cost parameters corresponds to a half-yearly rate of wl% to wh%. (Values

not included due to confidentiality)

The mathematical expression for the costs due to over-forecasting demand of product p in region r for

time t at forecasting horizon h are displayed in Equation 2.

CO
(h)
p,r,t = (F

(h)
p,r,t −Ap,r,t)

+ ∗ upp,r ∗ (cuc + chc) (2)

In this equation you find demand forecast F
(h)
p,r,t; demand actual Ap,r,t; unit price upp,r; cost of unused

production capacity cuc and inventory holding cost chc respectively.
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Under-forecasting

For under-forecasting one considers the costs for a unit of demand that cannot be fulfilled. Three cost

components are taken into account:

• Lost revenue.

• Increase in production costs.

• Increase in shipment costs.

The revenue component includes extra costs faced when demand cannot be satisfied in time, such as cus-

tomer discounts, complementary upgrades or penalties for a lower customer service level. When demand

is under-forecasted, it is furthermore possible to ramp-up production (i.e. increase productivity) and/or

shipment speed (e.g. switch from boat to air shipment). This both leads to additional costs. Therefore,

these two components are included in the costs of under-forecasting.

Again, the cost components are determined as a percentage of the unit price of a product. A penalty

of xl% or xh% is used for lost revenue due to under-forecasting. On average across all products sold

by Philips, 3.4% of the operational cost are due to shipping and handling (Royal Philips N.V., 2019).

Assuming shipment costs are a factor A to B times higher for under-forecasted units, one obtains an

additional penalty of zl% to zh% due to increased shipment costs. It is estimated that % of the unit

price of a product. Assuming production costs are a factor D to E times higher for under-forecasted

units, one obtains an additional penalty of yl% to yh% due to increased production costs. (Values not

included due to confidentiality)

The mathematical expression for the costs due to under-forecasting demand of product p in region r for

time t at forecasting horizon h are displayed in Equation 3. Parameters clr, cip and cis represent the

penalty for lost revenue and the increased costs for production and shipment respectively.

CU
(h)
p,r,t = (Ap,r,t − F (h)

p,r,t)
+ ∗ upp,r ∗ (clr + cip + cis) (3)

Cost Definition

It is chosen to compare the costs for forecasts at different aggregated levels to maintain a fair comparison

between costs for bottom-up market forecasts and statistical forecasts at aggregated levels. This means

that costs at aggregated levels are determined for forecasts of product groups and region groups. In that

case, the weighted average sales price across the group is used. The time line used for comparison is

2018. The overall costs of forecasts errors for any time period t are defined by Equation 4.

Ct =
∑
h∈H

∑
p∈P

∑
r∈R

wh(CO
(h)
p,r,t + CU

(h)
p,r,t) ∀ t ∈ T (4)

It is chosen to assess forecast errors at world level with configuration R1 (i.e. sum of RG1 with Region

D and K forecasted separately). This allows for the compensation of forecasts errors of regions. It is

assumed that a slot for a planned product can be re-assigned to another region. Take for example the

following situation: Region A has over-forecasted demand of product q with quantity 1, yet had an

assigned slot. Region B has under-forecasted demand of product q with quantity 1 and thus needs an

extra production slot. The production slot can subsequently be used to fulfill demand of product q for
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Region B. To be able to state this, it is assumed that products and production slots are interchangeable

between regions.

6.1.2 Results

Using the cost definition mentioned in the previous subsection, costs are determined for the forecasts of

demand in 2018 for both bottom-up market forecasts and statistical forecasts at aggregated levels. The

results mentioned in Table 22 and Table 21 include the comparison costs at the corresponding aggre-

gation levels for products and regions for a high and low value scenario respectively. The bottom row

of these tables state the relative difference in cost for statistical forecasts with respect to market forecasts.

Table 21: Cost comparison at world level: Low scenario

Product conf Total P2 P4 P10 as-is

Cmarkets 0.44 0.55 0.61 0.75 1.00

Cstats 0.32 0.34 0.48 0.64 1.34

Table 22: Cost comparison at world level: High scenario

Product conf Total P2 P4 P10 as-is

Cmarkets 0.63 0.77 0.86 1.06 1.41

Cstats 0.49 0.52 0.73 0.97 1.91

Looking at the different aggregated scenarios, the statistical forecasts consistently perform better than

the bottom-up market forecasts for the aggregated product configurations. For all configurations except

for as-is, the results show that statistical forecasts lead to lower costs with respect to the market fore-

casts. This is in line with the forecasting accuracy in wMAPE: the derived lowest costs are found for

the forecasts with the highest average (wMAPE) forecast accuracy.

It must be noted that the absolute cost values are not included due to confidentiality. To have an idea

of the absolute cost differences, one must think of quantities in the order of hundreds of thousands of

euros for all configurations.

6.2 Organizational Effects

6.2.1 Loss of detail versus gain in accuracy

In general, the results have shown that measuring forecasting accuracy at aggregated levels results in

higher observed accuracy. This holds both for bottom-up market forecasts and statistical forecasts. It is

observed that statistical forecasts at aggregated levels result in more accurate forecasts than bottom-up

aggregated market forecasts for several configurations of aggregation. However, this gain in accuracy

after aggregation also comes with a loss of detail. Instead of forecasting demand of individual products,

one forecasts demand of product families. Instead of forecasting demand for one specific region, one

forecasts demand for a group of regions. If aggregated in time, one forecasts demand in multiple time
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periods instead of a single time period. This results in a trade-off between a gain in accuracy at a higher

level and a loss of lower level detail.

This trade-off is visualised in Figure 29. As mentioned in the study by Zotteri et al. (2005), this effect is

a trade-off between ”capturing variability” (i.e. forecasting more precisely) and ”managing variability”

(i.e. forecasting more accurately). As one moves from an aggregate level to a disaggregate level, the

ability to manage variability decreases. This is in line with a decrease in forecasting accuracy. The

opposite holds for the ability to capture variability: the ability to capture variability increases for more

disaggregate levels.

Figure 29: Trade-off between capturing and managing variability (Zotteri et al., 2005).

The results in our study are in line with this effect. The following subsections discuss the organizational

effects with respect to the trade-off. The discussion is split according to the respective aggregation di-

mension: regions, products and time.

Regions With the aggregation of regions, one determines forecasts for a group of regions. Because the

forecasted demand can therefore not be connected to a specific region, detail is lost. As of now demand

is allocated to a specific region. When demand is planned for a group of regions, one would need to

subsequently allocate products to any region in the aggregated group. If there is over-forecasted demand,

no problem will be expected for delivery as all order then can be fulfilled. However, for under-forecasted

demand one can expect difficulties. One would need to define a rule with which orders are allocated to

regions. One needs to determine which orders for which regions are prioritized among others. Therefore,

it will be vital to determine a rule which is regarded fair for all sales markets.

Furthermore, aggregation will have an effect on the forecast accountability. Currently, sales markets are

accountable for their own demand forecasts. One can for example choose to not hold markets account-

able individually, but hold them accountable as a group. This is also a factor that needs to be taken into

account. One can for example choose to hold individual markets accountable for demand forecasts of

confirmed orders (orderbook) and committed opportunities (funnel), and hold the group accountable for

the unconfirmed component of forecasts (i.e. enrichments). This should be managed by business policy

that is open and clear to all regions such that friction between regions is minimized.
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Products With the aggregation of products, one will determine forecasts for a product family instead

of an individual product type. Because of that, one will strictly not be able to distinguish between

separate products, again thus losing detail. This is expected to be more difficult to cope with than

the aggregation of regions, as products are not interchangeable. It is possible to reallocate a product

to another customer (wanting the same product), but replacing a product with another product is not

possible in general because of the specific (medical) application desired. In the end, one will need to

translate demand of a product family to demand of a individual product. Although there is a certain

level of commonality between products within the considered aggregated product families, there are

significant differences between them.

On a certain moment in time, one will need to translate the demand into demand of individual products

for production. The definition of the horizon at which the planning is split, will be a crucial design choice

for the aggregated concept. The split to a more detailed input should take place at a moment at which a

higher level of detail is required for production input. One can imagine that forecasts for an aggregated

groups of products on a long horizon (e.g. ≥ 12 months) have a sufficient level of detail for long-term

production planning, whereas one needs forecasts at individual product level on a short horizon (e.g.

≤ 3 months) for operational production planning. To give a judgmental estimate of the horizon where

the split should be put, it is expected the split to be placed at a horizon of either 6 or 9 months ahead.

However, one will need to assess the operational consequences of this concept more thoroughly to draw

clear conclusions.

Time With the aggregation of time, one will determine forecasts for a longer period of time: for ex-

ample quarters into months. This adds a flexibility in demand which can be regarded as a loss of detail.

Instead of demand assigned to a certain month, it is assigned to take place in a period of three months.

This results in a large flexibility in terms of operational production planning.

The results show that no superior forecasts can be determined with demand input on a single temporal

level (e.g. using input only at quarterly level). There seems to be no added value to solely aggregate

demand forecasts into quarterly buckets. However, the MAPA method did show favorable results in

certain cases. This method combines demand data of multiple temporal levels and returns one combined

forecast at a monthly level. When MAPA is combined with cross-sectionally aggregated demand in

both regions and products, one did find improvements in statistical forecasting accuracy compared to

bottom-up market forecasts. Using MAPA with cross-sectionally aggregated data can increase forecast

accuracy up to 4% (wMAPE) while maintaining the same level detail in terms of time (i.e. monthly

demand).

6.2.2 Aggregated Planning

As discussed in the previous subsection, one will need to determine a business policy in which aggre-

gated input can be used for practical planning. This subsection will elaborate on this topic and propose

a solution.
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Statistical forecasts at aggregated levels of regions and products combined have shown to perform su-

perior to bottom-up market forecasts (see Chapter 4). With these statistical forecasts one can establish

a more accurate demand plan. Furthermore, the accuracy of statistical forecasts is shown to be more

stable on the horizon. One must use these benefits for the sake of improved planning. However, detail

is lost with aggregation as mentioned earlier.

In an aggregated planning process, one needs to incorporate a step in which detail is added to the ag-

gregated demand plans. In the current planning process, one divides planned demand into three groups:

orderbook, funnel and enrichment. These are currently planned for every region and product separately,

resulting in a high level of detail. It is proposed to use the same distinction with demand planning at

an aggregated level as this can add detail to the demand plans.

The orderbook and the funnel represent confirmed demand and committed demand respectively. These

orders thus are linked to demand for specific customers that require specific products in a specific region.

Therefore, detail can be added in aggregated demand plans by means of orderbook and funnel data. As

seen in Figure 5, the proportion of planned orderbook demand on a long forecasting horizon (i.e. 9+

months ahead) is low, but increases for shorter horizons. For funnel, an increasing and subsequently

decreasing proportion is observed on the horizon. The opposite of orderbook holds for enrichments,

whose proportions decrease for shorter horizons. The proportions are schematically depicted in Figure

30. In this figure, the proportions for demand at time t are visualized. When a demand plan for t is

established for the first time at t− hmax, enrichments dominate because of the high level of uncertainty.

The demand uncertainty and the proportion of enrichments decreases for shorter horizons until t, at

which orders eventually consist of orderbook. As the proportion of orderbook and funnel increases in

time, also more detailed demand information intrinsically becomes available. This is the information

that one should to use in the planning process. It allows one to add valuable detail to the aggregated

plans.

Figure 30: Schematic demand proportions of orderbook/funnel/enrichments on the planning horizon.

The detailed demand information of orderbook and funnel should be combined with the statistical

forecasts at aggregated levels that bring a high level of accuracy. It is suggested to use statistical

forecasts at aggregated levels as the leading forecast for the planning: statistical forecasts are more

accurate forecasts and they are more stable on the time horizon than market forecasts in terms of

accuracy. The orderbook and funnel components of forecasts are determined with the direct input of

(individual) markets. To result in a coherent forecast, the enrichment component needs to be equal to

the statistical forecast minus the orderbook and funnel. A simple example is included in Table 23. With

an accurate statistical demand forecast of 100 units; 30 units present in the orderbook and 25 in the
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funnel for a given period; one derives 45 units required as grouped enrichments in the demand forecast.

Table 23: Simple planning example.

On a long time horizon - i.e. ≥ 10 months ahead - the demand plans are dominated by enrichments and

thus little detail is present. The current method of planning requires a high level of detail while using

the least reliable source (enrichments) as the main input. One can argue that this level of detail is not

needed for such long planning horizons and that less-detailed yet more accurate aggregated input can

be more beneficial in the planning process. At a certain moment in time, it will be required to translate

aggregated plans into a more detailed plan for production. This should happen at a horizon hsplit. For

all forecasts at a lower horizon, more detailed forecasts are determined at the lowest level (i.e. individual

regions and products). As the proportion of orderbook and funnel forecasts increases in time, this detail

intrinsically becomes more present. It is suggested to assign enrichments to individual product demand

for the group of regions for horizons smaller than hsplit such that a more detailed product mix is present.

For a planning horizon of at least hsplit it can be argued that such level of detail does not add value to

the planning. Therefore, it is chosen to assign enrichments to the entire group of aggregated regions and

products on the longer horizons. This method is visualized in Figure 31. As the planning horizon comes

closer the to time period t for which demand is being forecasted, the level of detail in the aggregated

forecasts is increased with orderbook and funnel input. At time t−hsplit, the planning detail is increased

and the forecasts are split for the specific products A, B and C. These products thus all have forecasts

for orderbook, funnel and enrichments. In the case that the demand for any product is under-forecasted,

one needs to assign the products to the regions according to a certain rule. If demand is forecasted per-

fectly or over-forecasted, this is not necessary. It is suggested to apply a shift from aggregate planning to

disaggregate planning on a forecasting horizon in the range of 6 to 9 months ahead. On a shorter horizon

one would need detailed (disaggregate) input for production, whereas aggregate input is perceived to be

good enough on a longer horizon where the enrichment component dominates.

Figure 31: Schematics of proposed aggregated planning.

Recommended aggregation levels

If one were to adopt an aggregated planning policy as mentioned above, it is required to choose an

aggregation level at which one will plan demand.
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Regions Based on the results for aggregated regions, it is suggested to plan using the R1 configu-

ration. In this configuration one combines the fifteen smaller sales markets into one group RG1 while

keeping regions D and K - both being vital regions - separated. Compared to planning at World level

(i.e. all regions combined), similar levels of accuracy are obtained, yet more regional details are included

concerning Region D and K. Configuration R1 has shown to result in the highest level of statistical

forecasting accuracy and shows steady performance on different horizons. The benefit of statistical fore-

casting at aggregated levels are the strongest for RG1 with increases of up to 30% for some product

groups. For Region D and K it is shown that the gain in forecast performance for statistical forecasts

is much less evident. Therefore, it is suggested to take market forecasts into account for these regions.

These forecasts perform about as accurate on aggregated levels and also include lower-level (product)

details.

Products Based on the results and organizational effects for aggregated groups of products, it is

suggested to use configurations P2 and/or P4. For these configurations, the highest gains in forecast

accuracy is found and statistical forecasts clearly outperform the market forecasts for the most important

product groups. The increase is most evident for PG1 (used in P2) and its subgroup PG3 (used in P4).

One will need to make a consideration between the level of detail (best in P4) and the level of accuracy

(best in P2). Because group PG1 is of a considerable size (i.e. 11 products) and its sub groups PG3 and

PG4 have some significant differences (technology and price-range among others), it is argued that P4

might be more viable option for practical reasons. If the large size of PG1 is not a problem, one should

go for P2 that contains this group.

The results for the more detailed configuration (P10) containing PG2 and PG11-15 indicate that this

configuration is not an evident choice. The results show much more volatile performance for all (groups

of) regions using this configuration. Furthermore, because of the phase-out of several products, groups

of products in this configuration will change into separately forecasted products (i.e. 2 to 1). Therefore,

it is argued that this configuration does not add a lot of practical value.

Time Based on the results for temporal aggregation, it is suggested to keep on planning in monthly

buckets. Results show that planning in quarters does not lead to an increase in forecasting accuracy.

However, one can improve the forecasting accuracy up to 4% by applying MAPA. However, this method

can be hard to understand in business as it’s procedures to produce a forecast are less evident (black

box). Practically speaking, the use of such a method requires support from the users of the forecast.

Therefore, it is suggested to only use the MAPA forecasts once there is a wide support and understanding

for the method.

6.3 Intermediate Conclusions

This section has answered the research questions stated below.

1. How can one determine the impact of forecast accuracy in terms of costs?

A cost model has been established in which over- and underage costs are assigned to forecast errors.
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Because demand in any period is forecasted at multiple time horizons, a weighted average cost is

defined.

2. What are the organizational consequences of aggregation if aggregation is applied at Philips?

Shortly summarized, the aggregation of regions and especially products are expected to affect

the organization of Philips and their effects are considerable. Aggregation in time with MAPA

can improve forecasting accuracy, but it will require support and understanding from the users of

forecasts because its procedures are less evident.

Furthermore, the supportive as-is question below is answered:

vi What are relevant cost factors to determine the impact of accuracy in terms of costs?

The cost factors included in the cost model are split into underage- and overage costs. Cost

components for over-forecasting are (i) holding costs and (ii) costs due to unused capacity. Cost

components for under-forecasting are (i) lost revenue, (ii) increased production costs and (ii) in-

creased shipment costs.
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7 Conclusion

This Chapter summarizes the main findings of the thesis project. Furthermore, several recommendations

are proposed and practical implications are given. Lastly, one discusses the research limitations and

opportunities for future research.

7.1 Main Findings

It is found that the use of aggregation can result in a demand series that shows strong seasonalities and

therefore is well forecastable with statistical methods. Once the original demand series are aggregated in

two dimensions (aggregated regions and products), these seasonalities become clearly present for some of

the most important signals, such as depicted in Figure 32. One can observe that the statistical forecasts

are superior to the market forecasts at this level. Increases of up to 30% in PMFA (1 − wMAPE)

accuracy can be achieved for certain product groups.

Figure 32: HW forecast for 2018 compared to bottom-up market forecast for (RG1,PG1)

Statistical forecasts at aggregated levels thrive once demand is aggregated in regions and products com-

bined. Temporal aggregation using MAPA is found to increase forecasting accuracy up to 4%, although

it must be noted that this is a rather black-box method and therefore less straightforward to understand

and implement.

The forecasts where statistics at aggregated levels are superior, are the forecasts for RG1,PG1, RG1,PG3

and to a lesser extent RG1,PG13 and RG1,PG4. The results show that forecasts in these groups can

reach an average accuracy of 93%, 90%, 84% and 82% accuracy respectively (measured with wMAPE).

The bottom-up market forecasts obtain accuracy levels of 75%, 70% and 65% 72% respectively. This is

a large increase in accuracy and the statistical forecasts are superior across all forecasts for these con-

figurations. As these groups of products are the dominating group of products within their respective

configurations, they also contribute to the majority of the accuracy increase on a total level. It must

be noted that these specific product families are subfamilies of each other. The PG13 systems are a

subfamily of PG3, which subsequently are a subfamily of the PG1 systems just like PG4.

For the demand forecasts of the same product families in the non-aggregated vital regions (Region

K and Region D) the forecasting performance of statistics at aggregated levels is not superior to the

bottom-up market forecasts. The two forecasts roughly perform equally with small differences across all

forecasts. Unlike with the forecasts for RG1, no clear winner is observed that constantly performs better.
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For other configurations of products, the benefits of statistical forecasts at aggregated levels are less

evident. After the aggregation of five systems in a group PG2, statistical forecasts do not outperform

bottom-up market forecasts. For the product groups PG12, PG14 and PG15 no evident gain in accuracy

neither. These findings hold for all groups of regions.

Comparing the overall forecasting performance across all regions and products, performance increases

once statistical forecasts at aggregated levels are used. However, this is mostly due to the superior

forecasts for either RG1,PG1; RG1,PG3 and RG1,PG4; or RG1,PG13. These are the demand signal at

which statistics thrive.

For bottom-up market forecasts, aggregation in regions and products both separately and combined

results in higher accuracy. The higher the level at which forecasting accuracy is assessed, the higher the

accuracy level. At the lowest level - the level at which forecast accuracy is measured as of now - accuracy

is 55% (wMAPE). At the highest level of aggregation - configuration RG1,Total - the accuracy increases

up to 83 %. However, this level has a very low level of detail in its forecasts, which is a drawback that

limits the usefulness of forecasts at this level. For aggregation in a single-dimension, the majority of

demand signals still have very low and intermittent demand quantities and show much volatility. It is

difficult to capture this behavior with statistics. Forecasts based on market knowledge seem to be a

better input at this level. Furthermore, gaining more detail by means of disaggregation of aggregated

demand signals does not lead to an increase in accuracy for the two tested methods. There are indica-

tions that the poor performance after disaggregation is due to the volatility of demand proportions of

regions and products.

A cost model is specified with which costs are assigned to forecast errors for over- and under-forecasting

respectively. Using this model, hypothetical costs of statistical forecasts are compared to the costs of

bottom-up market forecasts. Cost components for over-forecasting are (i) holding costs and (ii) costs due

to unused capacity. Cost components for under-forecasting are (i) lost revenue, (ii) increased production

costs and (ii) increased shipment costs. This model also takes the planning horizon into account by

assigning weights to forecasts at specific planning horizons.

The expected costs due to forecast errors for the model, when assessed at an aggregated level, are tested

for different configurations. The larger relative cost differences are found for higher product levels. Hy-

pothetical cost reductions of up to approximately 35% are obtained for configuration P2, whereas the

smallest cost reduction is approximately 10% for P10 - the lowest level of product aggregation assessed.

This is in line with the forecasting accuracy in wMAPE: the derived lowest costs are found for the

forecasts with the highest average (wMAPE) forecast accuracy. To have an idea of the absolute cost dif-

ferences, one must think of quantities in the order of hundreds of thousands of euros for all configurations.

7.2 Recommendations and Practical Implications

Aggregation in terms of regions and products comes with a loss of detail. The most accurate forecasts

are the less detailed forecasts. Temporally aggregated demand using MAPA returns the demand fore-

casts at the original monthly level and therefore does not cause a loss of detail. This lack of detail in

terms of regions and products cannot be covered by the statistical forecasts or disaggregation. After
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disaggregation by statistical methods, forecasting performance at a more detailed level is worse than

the performance of bottom-up market forecasts. Therefore, it is recommended to use market input to

gain detail. The markets are also found to perform better than statistical forecasts at the lowest levels

of aggregation. One should use this to one’s benefit. It is possible to obtain market information on

confirmed orderbook orders and funnel, once those are available.

Furthermore, one should use the statistical forecasts at an aggregated level to determine estimates for

future demand at an aggregated level. These are proven to give you a high level of accuracy which out-

perform the bottom-up market forecasts, especially for the non-vital markets in RG1. The largest gain

in forecasting accuracy is obtained for RG1,PG1, RG1,PG3 and to a lesser extent RG1,PG4, RG1,PG13

and RG1,PG14. At these aggregation configurations, one can determine very accurate forecasts that

clearly outperform the market forecasts. One should use this information for global planning of demand.

It is proposed to use the high-level statistical forecasts as a starting point and to fill in the detail with

the low-level market input of orderbook and funnel. This procedure is visualized in Figure 33. In the

current way of working, the individual markets are held accountable for their forecasts. In the case

the planning shifts to an aggregated model, one would need to reallocate the accountability for demand

forecasts (see subsection 6.2.2 for more detail). It is suggested to apply a shift from aggregate planning to

disaggregate planning on a forecasting horizon in the range of 6 to 9 months ahead. On a shorter horizon

one would need detailed (disaggregate) input for production, whereas aggregate input is perceived to be

good enough on a longer horizon.

Figure 33: Schematics of proposed aggregated planning.

If one were to adopt an aggregated planning process, it is recommended to perform more research on

the practical implications and organizational effects of aggregation. As of now the consequences are not

investigated completely. Because of the complexity of the planning process within Philips, this shall be

a hard but essential task.

Another recommendation is to apply the methods mentioned in this thesis on a different data set.

Analyzing the effect of aggregation with other business units within Philips (i.e. MR, AMI, CT etc) can

give valuable insights whether the use of aggregation has similar effects in other settings.

Last, it is suggested to apply more advanced statistical forecasting methods on the data to see if more

accurate forecasts can be determined. It should be noted that statistical forecasts determined for this

project only use the demand history as input. However, one might improve the forecasting performance

by including multiple inputs.

To summarize the answer on the main research question:
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How can one apply aggregation in the S&OP process such that demand forecasting accu-

racy is increased, leading to a decrease in costs?

Aggregation should be applied for regions and products combined - optionally with MAPA - to give the

best possible results. The use of aggregation is shown to be the most beneficial for demand series that

show strong degrees of seasonality at aggregated levels, such as the case for RG1 with PG1 and its sub

groups. Therefore, it is suggested to apply aggregation for these demand series. For the other demand

series (i.e. for Region D and K and for other products not belonging to PG1) the benefit of statistical

forecasts at aggregated levels is less evident.

7.3 Limitations and Research opportunities

This subsection lists the limitations and research opportunities of this thesis project.

• First, a limited demand history was available of just 5 years / 60 months. The seasonal effects

for statistical forecasts are determined using 4 periods (years) of data. A longer history to base

the forecasts on is expected to improve the trustworthiness of the statistical model. However, this

effect might be influenced by the continuous phase-in and phase-out of products and market shifts.

• It is shown that seasonalities are present in aggregate demand data. However, it is still unclear

why the seasonalities arise after aggregation. This is an interesting topic of research.

• Another limitation is that forecasts for demand are unconstrained, yet demand actuals are con-

strained by manufacturing capabilities. This means that the accuracy of forecasts is not only

determined by demand of products in the sales markets, but also by manufacturing and possible

restrictions (e.g. limited supply or production) coming along with production. This factor is not

considered by any means in the forecasts. If it were considered, one could for example adjust the

forecasts before submission to match more with manufacturing capacity.

• Statistical forecasts at aggregated levels only use demand history as input. One could possible

enhance forecast accuracy by using forecast models that take multiple inputs into account. Order

intake (see Introduction) for example is an indicator of future demand and might be used for the

benefit of forecasting.

• Another limitation of the research is that a limited number of disaggregation methods is tested.

Therefore, it is recommended to investigate the effect of other methods (e.g. previous historic

proportions or using proportions of orderbook or funnel demand).

• Last, one should take caution with the costs determined in Chapter 6. These costs are determined

as rough estimates and therefore these can only be considered as indications.
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A Data Preparation

Input

The input files are generated using the S&OP database, containing the data points for demand of

all non-zero historical forecasts and actuals. These observations are included for all product/market

combinations. The input files are .csv files in which the data points are stored in rows. The columns

contain the different characteristics corresponding to the data entries. In total, 122,214 data entries are

included in the input file. The following columns are present in the input file:

• MonthPlan: the time in which a data entry is established (in yyyy/mm format). The input data

for IGT is determined for the MonthPlan of 2015/01 up to 2018/12. For clarity, the monthplan is

named plantime in the rest of this document.

• Period: the period for which a data entry (either forecast/actual) is established (in yyyy/mm

format). The input data contains observations from period 2014/01 up to 2020/06.

• Region: the sales region for which an observation is included. In total 34 unique entries of regions

are present in the input data. It must be noted that these also include historic names of regions,

which are all mapped to the most recent notation.

• SOP.Description: the product region for which an observation is included. The input data contains

data for 26 unique products.

• Quantity: the number of products for the corresponding observation (either a forecast or actual).

In order to obtain data that can be used for the analysis, the input is transformed and corrected where

necessary. These steps are elaborated next.

Data Permutations

First, the input files are stored in R data frames. This is a structured database that uses a similar struc-

ture as the original input file. Observations are stored in rows with the corresponding parameters stored

in columns. Subsequently, one converts the monthplans/periods to integer indices. For homogeneity, the

earliest date for both monthplans and periods is considered as index 1. Next, we define the horizon of an

observation. The horizon is determined by the number of months between the period and the plantime

(i.e. horizon = period plantime).

Based on the value of the horizon, one can categorize observations as either forecast or actual. All

observations with a negative horizon (looking back) are assigned the type of Actuals. All observations

with a non-negative horizon (looking forward) are assigned the type Forecasts. For example a data entry

with a horizon of -8 is an actual for the period eight months before the plan time; a data entry with

a horizon of +6 is a forecast for the period six months ahead of the plan time. It must be noted that

multiple observations for actuals are present because the actuals for a period in the past are recorded up

until two years after the period. 5. For simplicity, it is assumed for actuals that the quantity value of the

oldest available actual is used. Therefore ideally all observations with a horizon equal to -1 are included

(e.g. the actual for period 2018/01 is determined in the monthplan of 2018/02. It must be noted that

the datafiles are incomplete and that the observations of actuals are sometimes taken for horizons ¡ -1.

This has been checked manually and the following deviations are found:
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• For all regions and products, no observations are present for period 20 and plantime 21. Therefore,

the data of period 20 and plantime 22 is included instead.

• For all regions and products, no observations of actuals are present for period 1-11 (2014) with

horizon -1. Therefore the values of actuals in these periods are derived for the observations of

plantime 13 (2015/01).

• For Region K the observations of the actuals for periods 1-17 are first recorded during plantime

18.

Because of the low reliability of forecasts at a horizon of more than 12 months ahead, all data entries that

have a horizon of more than 12 months ahead are excluded. The data showed that these forecasts are

only recorded for a few regions and are not consistently included in the input data. For shorter horizons,

these problems do not arise. Therefore, one only includes the forecasts with a forecasting horizon of up

to and including one year ahead.

The names of regions have changed throughout the timeline. Furthermore, there are sales regions present

in Foresight that consist of a group of sub regions. The names of regions have been mapped to match

with the seventeen regions currently used in Foresight. Because of reliability issues, all the data of subre-

gion X in Region Q is excluded from analysis. According to Philips, its data contains many mismatches

because subregion X is not yet using SAP for their data management. They manually control their order

data. For all other regions, SAP is used and such issues are not relevant. In the internal analyses related

to forecast performance at Philips, subregion X is excluded too from Region Q.

The names of products used in Foresight have changed throughout time. Some products have been

updated and converted into a newer system, yet planned under a common description. Furthermore,

products that are out of scope (o.o.s.) are excluded from the analysis. These either are phased out prod-

ucts or refurbished products. Another unspecified class of products is also excluded from the analysis.

Now that all data entries are mapped according to the currently known regions and products, the data

frame is split into two separate data frames: Forecasts and Actuals.

Because the input files only contain the non-negative demand values for both actuals and forecasts, the

zero-demand actuals and forecasts are added. It is assumed that the quantities of actuals/forecasts of

missing region*product*period combinations are equal to zero. This results in complete time series for

all region*product combination. The values of many observations have been verified and validated with

the use of other internal databases.

The observations of actuals are assessed for correctness. Because of the intermittent and slow-moving

nature of demand, large demand quantities (i.e. ¿ 20 quantities per region per product per month)

and statistical outliers (data entries with whiskers ¿ 1.5 IQR for every R*P combination) are checked

manually with references of the orderbook. Outliers are not excluded or replaced since that significantly

changes the historic forecasts and actuals. The following is observed:

• All large data observations with quantities ¿ 20 are found in Region D and Region K, with the

exception of two observations in Region J for a certain product group. These have been checked

and are correct values.
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• Data entries that can be considered as statistical outliers are checked. It is found that a demand

actual with a quantity of 52 for Region D / Product L was incorrect. It is replaced by the orderbook

value of 32.

• The data shows some observations for newly introduced systems in Region D. However, these

systems are not yet certified for sale in Region D. Therefore, these observations are assumed to be

incorrect; their values are replaced by zero.

Finally, the dataframes are completed with all zero-demand observations - both actuals and forecasts -

that are not included in the input file. This results in complete data with which the data analysis is

executed. The following main dataframes are assembled:

• Actuals: Contains the observations of actuals for 17 Regions * 17 Products * 60 Periods = 17,340

observations.

• Forecasts: Contains forecasts for all periods on all horizons. These are determined for 17 Regions

* 17 Products * 60 Periods * 12 Horizons = 208,080 observations.

• Errors: Contains all errors and corresponding forecasts for all periods on all horizons. These are

determined for 17 Regions * 17 Products * 60 Periods * 12 Horizons = 208,080 observations.

With this information, the following supportive research questions have been answered:

ii What data is available related to demand forecasts and actuals? The data points for demand of all

non-zero historical forecasts and actuals are available and usable.

iii What is the quality of that data? Overall the data is complete and consistent, although there are

some limitations. For example, the reliability of forecasts with a horizon of more than 12 months

is low. Therefore, these observations are excluded. Furthermore, the observations of subregion X

in Region Q are not included in the results for this project for similar reasons.
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B Definition of wMAPE

The performance of the forecasts at Philips is measured using a weighted Mean Absolute Percentage

Error (wMAPE). The wMAPE is a score that asseses forecast performance with a value between 0%

(perfect forecasts) and 100% (completely wrong forecasts). It is determined as the performance at time

t of region r for all products i in business unit I, weighted by the price Pi,r,) and demand quantity Qi,r,t.

It is chosen to weight by this factor to put more emphasis on forecasts of (product,region) combinations

that have a large impact on (expected) revenue. The accuracy of a forecast for large quantities (in both

price or demand) thus has more impact on overall forecasting accuracy.

wMAPEr,t =

∑
i∈I(Qi,r,t ∗ Pi,r ∗MAPEi,r,t)∑

i∈I(Qi,r,t ∗ Pi,r
(5)

MAPEi,r,t =
|Fi,r,t −Ai,r,t|

Ai,r,t
∗ 100% (6)

In the formulas depicted above, the MAPE score is determined as the fraction of the absolute forecast

error, |Fi,r,t − Ai,r,t|, and the quantity of the actual demand Ai,r,t. It must be noted there are certain

exceptions:

1. If there is no forecast but an actual, then MAPEi,r,t = 100%.

2. If there is a forecast but no actual, then MAPEi,r,t = 100%.

3. If there is no forecast and no actual, then MAPE is not measured.

The weighting quantity Qi,r,t is equal to the quantity of the actual Ai,r,t. However, in case (ii) with

Ai,r,t = 0, the weighting quantity is equal to the forecasted quantity Fi,r,t.

Due to the small demand volumes and the fact that demand requirements in the sales regions can shift

(e.g. delayed deliveries), it is chosen to compare the forecasted and actual quantities of three months

in a row with the forecasts established on a half-year horizon, including forecasts for the two preceding

months. The half-year lag corresponds with a forecast horizon of 5 months in the data analysis, as

forecasts are made at the beginning of a month and the actuals are determined at the end of a month.

For example the score of May looks at the forecasts made at the beginning of December for the months

March, April and May. Therefore, the quantities of forecasts/actuals used for the MAPE score of product

i for region r in time t are defined as:

Ai,r,t =
∑

(aci,r,t−2 + aci,r,t−1 + aci,r,t) (7)

Fi,r,t =
∑

(fc
(3)
i,r,t−2 + fc

(4)
i,r,t−1 + fc

(5)
i,r,t) (8)

with aci,r,t being the quantity of the actual for product i, region r at time t and forecast quantity fc
(h)
i,r,t

for product i, region r, time t with horizon h. Once a wMAPE score per region r at time t is determined,

one can determine a weighted average wMAPE score for the entire business unit, weighting the scores

again by QxP per region (named IGT Total).

Lastly, the product mix forecast accuracy (PMFA) for a region r at time t is defined as:

PMFAr,t = 1− wMAPEr,t (9)

which can also be weighted by QxP across regions to determine the PMFA on a total level at time t.
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C Aggregation Functions

This sections displays the aggregation functions used to generate aggregated demand data in pseudo

code. Aggregation in regions and products works with equal methods and therefore the coding is sim-

ilar. Aggregation in time is elaborated separately. Furthermore, the method with which forecasting

performance (wMAPE) is assessed is included too in pseudo code. The coding for that is also included

last.

Input:

Original Dataset

Indices of regions to aggregate

New groupname

begin
Determine dataframes with aggregated regions:

for Regions ∈ regions to aggregate do
Change region name to new groupname

end

for Actuals with equal(Region, Product, period) do
Merge observations

Sum quantities of Actuals

Sum group weights

Determine weighted average groupprices

end

for Forecasts with equal (Region, Product, Plantime, horizon, period) do
Merge observations

Sum quantities of Forecasts

Sum group weights

Determine weighted average groupprices

end

for Errors with equal (Region, Product, Plantime, horizon, period) do
Merge observations

Sum quantities of Errors

Sum group weights

Determine weighted average groupprices

end

Function(Determine Forecasting Performance)

end

Result: Dataframes for Actuals, Forecasts and Errors with aggregated regions
Algorithm 1: Aggregate Regions
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Input:

Original Dataset

Indices of products to aggregate

New groupname

begin
Determine dataframes with aggregated products:

for Products ∈ products to aggregate do
Change product name to new groupname

end

for Actuals with equal(Region, Product, period) do
Merge observations

Sum quantities of Actuals

Sum group weights

Determine weighted average groupprices

end

for Forecasts with equal (Region, Product, Plantime, horizon, period) do
Merge observations

Sum quantities of Forecasts

Sum group weights

Determine weighted average groupprices

end

for Errors with equal (Region, Product, Plantime, horizon, period) do
Merge observations

Sum quantities of Errors

Sum group weights

Determine weighted average groupprices

end

Function(Determine Forecasting Performance)

end

Result: Dataframes for Actuals, Forecasts and Errors with aggregated products
Algorithm 2: Aggregate Products
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Input:

Original Dataset

Number of months to aggregate into one observation (nmonths)

begin
Determine dataframes with aggregated time:

for Actuals with equal(Region, Product, period) do
Merge observations

Period = roundup(period/nmonths)

Sum quantities of Actuals

Sum group weights

Price remains unchanged

end

for Forecasts with equal (Region, Product, Plantime, horizon, period) do
Merge observations

Plantime = roundup(plantime/nmonths)

Horizon = roundup(max(horizon)/nmonths)

Period = plantime + horizon

Sum quantities of Forecasts

Sum group weights

Price remains unchanged

end

for Errors with equal (Region, Product, Plantime, horizon, period) do
Merge observations

Plantime = roundup(plantime/nmonths)

Horizon = roundup(max(horizon)/nmonths)

Period = plantime + horizon

Sum quantities of Errors

Sum group weights

Price remains unchanged

end

Function(Determine Forecasting Performance)

end

Result: Dataframes for Actuals, Forecasts and Errors with aggregated time in units of nmonths
Algorithm 3: Aggregate Time
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Input:

Dataset to assess

begin
Determine Forecasting performance for input data:

for Horizon h ∈ 3, 6, 9, 12 do
Merge all observations with matching (Region, Product, Plantime) and Horizon

∈ h− 2, h− 1, h.

Summate quarterly quantities for actuals and forecasts and errors.

Determine MAPE metric values.

Determine QxP values.

Exclude observations with undefined MAPE.
end

Result: MAPE scores for every (Region,Product,Period) combination.

for MAPE scores of products in equal region on horizon h for period t do
Determine wMAPE score per region for period t on horizon h.

Determine QxP value.

end

Result: wMAPE scores for every (Region,Period) combination.

for wMAPE scores of all regions on horizon h for period t do
Determine grouped wMAPE score for period t on horizon h.

Determine grouped QxP value of all regions in period t.

end

Result: wMAPE scores for all time periods t.

for time periods in specified timeframe T do
Determine overall (weighted) average wMAPE score in timeframe T on horizon h.

end

Result: wMAPE scores for all time periods t.

end

Result: Dataframes with forecasting performance results (wMAPE)
Algorithm 4: Determine Forecasting Performance
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D Pricing (for wMAPE)

Prices of products p in a region r are chosen to be time independent to rule out any kind of influence of

price fluctuations on the wMAPE score. The prices used for the wMAPE calculations in the operations

of Philips, use a connection with the orders in the SAP system and are based on the sales prices of

customer orders. These can deviate and are dependent on the deals made with the specific customers.

Prices are determined using the average sales price per region of the last year (2018). For some regions,

there are no sales of certain products and thus no records of sales prices in some months. In that case,

these months are excluded from the calculation of the average. It is chosen to use a time-independent

sales price to be able to mitigate the effect of a variable sales price on forecast accuracy.

For groups of products or regions (i.e. after aggregation; see Appendix C), a group price is determined

according to a weighted average of (product,region) specific prices. The weight factor of the prices is

equal to the total demand for a (product,region) combination in the months of 2018.

• For a specific (product,region) combination, the sales price of product p in region r is:

pricerp = pricerp,t ∀ t ∈ 2018, r ∈ Regions, p ∈ Products (10)

• For aggregated products the price of a product group (PG) in region r is defined as:

pricerPG =

∑
p∈PG(pricerpw

r
p)∑

p∈PG w
r
p

∀ r ∈ Regions, p ∈ Products (11)

• For aggregated regions, the price of product p in region group (RG) is defined as:

priceRG
p =

∑
r∈RG(pricerpw

r
p)∑

r∈RG w
r
p

∀ r ∈ Regions, p ∈ Products (12)
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E Aggregation Visualized
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